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Executive Summary 

This deliverable describes the design of the second version of CANDELA Platform. It is a second 
version of D3.1 System architecture and operational scenarios [15], which presented the architecture 
of the first version of the platform. 

This deliverable corresponds to the results of the current implementation, as well as the design of 
the upcoming tasks. The architecture is much more complete than in D3.1: the functional 
requirements of the platform are clearly identified, the components constituting the platform are 
already integrated and a set of scenarios are already implemented and integrated into the platform. 

This document presents first the operational context of the CANDELA platform, in terms of external 
interfaces, user profiles, use cases and external stakeholders, before presenting again the functional 
view of the system added in D3.3 [16]. The logical view of the system organized in layers is then 
described, with their interfaces, before showing the allocation of the functions and use cases to the 
components and detailing the physical view of the platform.  

Finally, the sequence of actions is detailed for the different operational scenarios. 
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1 Introduction 

1.1 Purpose of the document 

The objective of this document is to present the system architecture of the CANDELA platform, as 
well as the system design of the second version of the platform. The operational scenarios of the 
platform are identified and detailed, as well as the interactions between platform components. 

1.2 Relation to other project work  

The current document is an updated version of D3.1 System architecture design and Operational 
scenarios v1 [15] and contains the architectural vision of the second version of the platform (D3.4). 

It constitutes a basis for the system integration and validation test plan (D3.6) initially scheduled in 
March 2020 and now to be delivered in May 2020. 

1.3 Structure of the document 

This document is structured in 5 major chapters: 

• Chapter 2 presents the operational context of the CANDELA platform (external interfaces 
and high-level use cases). 

• Chapter 3 present the functional view of the platform. 

• Chapter 4 describes the logical view of CANDELA system and the logical interactions between 
components 

• Chapter 5 describes the physical view of CANDELA system and its components 

• Chapter 6 describes the operational scenarios of the platform 

• Chapter 7 outlines evolutions that would be needed to make the platform a commercial 
product 
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2 Operational context 

2.1 High level vision of the CANDELA platform 

CANDELA platform is used by different profiles of users: 

• The 3rd party user who is the main user of the platform: execution of the workflows through 
usage of Jupyter notebook, access to CANDELA data, display of the results on a map. 

• The end user, who can access the data produced by CANDELA 

• The service provider, who uses CANDELA tools, libraries and data connectors to develop and 
publish a service to be run by end users. 

• The platform operator, who is in charge of managing CANDELA users and access controls, 
deploying services and integrating tools and libraries needed by service providers or end 
users. 

• The SemSearch administrator, who is in charge of enriching the knowledge base from 
Semsearch tool, deployed into CANDELA platform 

The diagram below represents the high-level use cases offered by the platform to the different 
profiles of users. 

 
Figure 1: Operational scenarios of CANDELA platform 

• A 3rd party user can: 

o access Jupyter notebook environment 
o search for EO data into CreoDIAS catalog 
o access the data from CreoDIAS ,  Semsearch tool or any other data provider 
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o manipulate/transform the data by using the available tools and libraries available 
on CANDELA platform 

o define workflows 
o run processing services and workflows already deployed on CANDELA platform 
o align semantic data  
o display results on a map 

• A CANDELA project end user can access the enriched-data produced by the services: 
o access semantic annotations 
o access Semsearch knowledge base 

• A service provider can: 
o develop its service (and use tools, libraries and data access provided by the 

platform to do so) 
o test its service 

• A platform operator can: 
o manage user accounts (create user, handle access control management) 
o deploy new services (from code submitted by service provider)  
o set up periodic service execution or execution triggered by event 

• Semsearch administrator can: 
o Enrich knowledge base with additional data 

2.2 External interfaces 

 

Figure 2: External interfaces offered by CANDELA Platform 
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CANDELA Platform has the following external interfaces:  

• HTTPS access to the Notebooks for third party users 

• HTTP access to Semsearch tools for end users 

• REST interface to publishing service, used by KDD tool which is external to the platform 

• Access to database containing semantic annotations (monetDB database), used by KDD tool 
which is external to the platform 

CANDELA platform also interacts with CreoDIAS catalogue (providing a REST interface) and CreoDIAS 
storage, through a S3 endpoint. 
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3 Functional view of the system 

As presented in D3.3 CANDELA Platform v1 [16] , the functional architecture of CANDELA platform 
shows its interface between the DIAS-like back-office services providing data, storage and processing 
resources and front office services dedicated to applications development and operation. The Figure 
3 represents the CANDELA platform and its link with back office services (DIAS) and front office 
services. 

CANDELA platform represents the intermediate layers which workflow starts with the task definition 
in the B1. job manager. This corresponds to the what? who? where? questions. From that definition, 
data and application are retrieved in the B2. Retrieve data, B4. Data Preparation and B3. Prepare 
Analytics functions. Then, Data is processed using DIAS processing resources in B5. Process Analytics. 
After each data has been processed separately, the B6. Align Information function performs the tasks 
of geo-temporal alignment and fusion. Lastly, B7. Push information collects, formats and transfers 
extracted information to the Front-office C3. Information Exploitation on request of C2. Search & 
Discovery. 

 

 

Figure 3: CANDELA functional architecture 
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4 Logical view of CANDELA system 

4.1 Description of layers 

CANDELA platform architecture is composed of different layers: 

• Infrastructure as a Service layer (IaaS), relying on CreoDIAS infrastructure; 

• Platform as a Service layer (PaaS); 

• Component layers, composed of off-the-shelf components as well as CANDELA dedicated 
components; 

• CANDELA services built on top of the components. 

These layers are described in the following sections. 

 

Figure 4: CANDELA architecture layers 

4.1.1 Infrastructure layer  

Processing resources are provided by CloudFerro on the CREODIAS platform. This platform is a cloud 
infrastructure adapted to the processing of big amounts of EO data. It is composed of an EO Data 
storage cluster and a dedicated IaaS cloud infrastructure for the platform’s Users. The EO Data 
repository contains Sentinel-1, 2, 3 and 5-P, Landsat-5, 7, 8 etc…  

The main idea of the CREODIAS platform is based on putting close together a big data repository and 
customer accessible big processing power. Static VMs and storage units are provisioned by a 
platform administrator. 

4.1.2 PaaS layer 

The platform components are independent application running on this infrastructure, integrated and 
communicating together to provide a set of features. Running all these components on same VM 
would be challenging (incompatibilities on the dependencies from all the components, high 
complexity induced by running several applications on the same system, network issues…). Using one 
VM for each component would require the provisioning of a lot of VMs which would increase the 
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overall hosting cost. The solution that is used for the platform is to use an intermediate PaaS – 
Platform as a Service – layer to abstract the infrastructure layer for the applications. The hosted 
applications are managed as containers. The VMs are gathered as nodes into a cluster. Containers 
are executed in whatever node of the cluster. 

Docker is used as the basis containerization technology. Kubernetes is used as the PaaS technology to 
setup the cluster and ensure the container management. It is built with the following architecture: 

• A web router machine to manage web domain, security... 

• A cluster master machine managing the activity on the cluster. 

• Several cluster worker machines, executing the actual tasks on the cluster. The number of 
workers can be adjusted depending on the tasks resource requirements and the needed 
performance. 

4.1.3 Components layer 

All the components constituting the platform are packaged into Docker containers. This packaging is 
done by writing Docker specific configuration file (i.e. Dockerfile). 

Containers are executed by Kubernetes into the cluster. Each docker container runs in a Kubernetes 
pod. The way each container is handled by Kubernetes is configured into Kubernetes specific 
configuration files. In this file all the following features can be configured: 

• Network (all containers can be executed on a single virtual network or several sub-networks 
can be defined if some isolation is required) 

• Redundancy (to automatically execute several instances of an application and manage the 
load-balancing between each instance) 

• failure handling (to automatically restart an application if it fails inside the container) 

• port mapping (to expose some ports to the outside) 

• shared volume (to share folders between a container and the host system and/or between 
containers) 

4.2 CANDELA components 

4.2.1 Off the shelf components 

4.2.1.1 Geoserver 

GeoServer [1] is an open-source server written in Java that allows users sharing, processing and 
editing geospatial data. Designed for interoperability, it publishes data from any major spatial data 
source using open standards. GeoServer functions are the reference implementation of the Open 
Geospatial Consortium Web Feature Service standard, and also implements the Web Map 
Service, Web Coverage Service and Web Processing Service specifications. 

GeoServer can be considered both as a processing tool and a service catalogue. Its main use is to 
distribute georeferenced data by implementing the OGC standards (WFS, WMS, WCS…). It also 
implements the OGC WPS standard, as such can be used as a processing service catalogue. 

In the context of CANDELA application, the following functionalities of GeoServer are used: 

• Definition of new processing services  

• Execution of processing services through WPS standard through a WPS extension of 
GeoServer  

https://en.wikipedia.org/wiki/Open_source
https://en.wikipedia.org/wiki/Java_(programming_language)
https://en.wikipedia.org/wiki/Geographic_information_system
https://en.wikipedia.org/wiki/Open_standard
https://en.wikipedia.org/wiki/Reference_implementation
https://en.wikipedia.org/wiki/Open_Geospatial_Consortium
https://en.wikipedia.org/wiki/Open_Geospatial_Consortium
https://en.wikipedia.org/wiki/Web_Feature_Service
https://en.wikipedia.org/wiki/Web_Map_Service
https://en.wikipedia.org/wiki/Web_Map_Service
https://en.wikipedia.org/wiki/Web_Coverage_Service
https://en.wikipedia.org/wiki/Web_Processing_Service
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• REST API 

Version 2.14-RC is deployed on the platform. 

4.2.1.2 Keycloak 

User management in the CANDELA platform is ensured by reusing an off-the-shelf component 
deployed on the cluster, called Keycloak [2]. Keycloak is an open source identity and access 
management system providing a simple Single-Sign-On solution. Users authenticate with Keycloak 
rather than doing so on each individual CANDELA component. This means that the components don't 
have to deal with login forms, authenticating users, and storing users. Once logged-in to Keycloak, 
users don't have to login again to access a different application.  

4.2.1.3 Jupyter environment 

 

Figure 5: Jupyter Notebook web interface 

Jupyter enables users to manipulate notebook documents. A document is an HTML file containing 
code, textual information and additional metadata (execution language, version…). From the user 
point of view, a document is a sequence of cells. A cell can contain code or rich text information 
encoded with markdown syntax. Each cell can be executed independently. An execution context is 
managed by the server to keep in memory all variables defined in a previously executed cell. 

Jupyter is a remote development environment available for the users from their browser that allows 
writing code and executing it on a server machine. 
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4.2.1.4 PostGIS 

PostGIS [7] is a spatial database extender for PostgreSQL object-relational database. It adds support 
for geographic objects allowing location queries to be run in SQL. In addition to basic location 
awareness, PostGIS offers many features. PostGIS adds extra types (geometry, geography, raster and 
others) to the PostgreSQL database. It also adds functions, operators, and index enhancements that 
apply to these spatial types. These additional functions, operators, index bindings and types augment 
the power of the core PostgreSQL DBMS, making it a fast, feature-plenty, and robust spatial database 
management system. 

PostGIS is used by the semantic search engine web application provided by IRIT. 

4.2.1.5 MonetDB 

MonetDB [8] is an open-source column-oriented database management system. It was designed to 
provide high performance on complex queries against large databases, such as combining tables with 
hundreds of columns and millions of rows. MonetDB has been applied in high-performance 
applications for online analytical processing, data mining, geographic information system (GIS), 
Resource Description Framework (RDF), text retrieval and sequence alignment processing. 

MonetDB is used to store information generated by the data mining and data fusion tools. 

4.2.1.6 Influx Data stack 

The Influx Data stack is composed of three components used to monitor and the platform and trigger 
alerts. These components are: 

• Influx DB 

• Telegraph 

• Kapacitor 

Influx DB is an open source database designed to store time series. This component can be used for 
IoT monitoring, analytics or in our case recording metrics on different elements of the platform. The 
database exposes a REST API used to insert data or make queries. 

Telegraph is an agent deployed on all nodes of the cluster, it is used to retrieve metrics on each node 
and insert these metrics in the database. The configuration of the agent determines which metrics 
should be recorded. In our case we will be interested in recording  

• the resources used and available on each node 

• the resources used by each pod 

• the state of the pods. 

Kapacitor can be used to process the time series data recorded in Influx BD. It can perform 
transformation and analysis of the data before performing actions. This tool is commonly used to 
trigger alerts: detect a specific pattern in the data and emit a message. Several type of channels can 
be used for the alert: Email, Sms, Slack, HTTP post request. 

4.2.1.7 Grafana 

Grafana is an open source software that allows to explore time series databases and visualize 
metrics. It can be easily connected to Influx DB and is used to define dashboards representing the 
state of the platform. This tool is commonly used to monitor cloud platform. 



 
 

 

 

Document name: D3.2 System architecture design and Operational scenarios 
document v2 

Page: 19 of 47 

Reference: D3.2 Dissemination:  PU Version: 2.0 Status: Final 

 

4.2.2 CANDELA dedicated components  

The following components, described in the following sections, have been developed for CANDELA 
platform: 

• a data connector to CreoDIAS data storage 

• a WPS service library 

• Visualization libraries 

• a publication Service 

• a semantic serach application semsearch 

• a data mining, data fusion tool. 

4.2.2.1 Semsearch 

Semsearch is a web application developed by the IRIT. It is composed of two main components: the 
Strabon triplestore managing the knowledge-base and a web interface for semantic search. The triple 
store relies on a PostGIS database to store information. 

• Semantic data stored in Strabon can be accessed by several ways: Strabon end-point web 
interface 

• SPARQL service: User can make use of semantic tools and libraries to query the store, for 
instance Jena (Java framework), SPARQLWrapper or RDFLib (Python libraries). 

• Strabon client java library 

For all these access points, it is necessary to formulate semantic queries. Unfortunately, these 
queries are not always straightforward for non-expert users, especially when they don’t have 
knowledge about the ontological models or SPARQL and GeoSPARQL protocol. As a consequence, the 
web application interface has been developed in order to simplify the query that takes into account 
three dimensions: spatial, temporal and semantic. 

4.2.2.2 CREODIAS data connector 

For discovering data, CreoDIAS provides access to metadata through a Data Finder API [5]. This is an 
HTTP WS API that is accessible for free and anonymously. In order to facilitate the interface with this 
API, a python library has been developed. This library provides the user of notebook environment 
facilities for searching and retrieving products in the CreoDIAS catalog. 

The identifier of each product in the catalog is the path of the product on the s3fs volume in the 
CreoDIAS platform. 

For accessing data, this s3fs volume is mounted on the CANDELA platform, making directly accessible 
the EO data provided by CreoDIAS. 

The mount point is /s3fs, and from this folder the following collections are available:  
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Figure 6:  Collections available through s3fs mount point 

An example of use of this this library is available in the public folder of all users in jupyter public 
folder: /public/Platform_examples/Creodias_lib_example.ipynb 

4.2.2.3 WPS service library 

A Python library is made available from user’s Notebook environment, for interacting with the WPS 
processing services. It offers facilities for launching processes and interact with them. It is built on 
top of the OWSLib [6] that is a Python library for programming with OGC web services. 

An example for this library is available for users in the public folder: 

 /public/Platform_examples/wpslib_examples_of_use.ipynb  

4.2.2.4 Visualization libraries 

Two python libraries have been developed to help the user display images and information on maps 
in the notebook environment. These libraries are based on Ipyleaflet and Geoserver. Ipyleaflet is a 
jupyter extension allowing to display maps and data on top of these maps. We use Geoserver to 
publish an image as a WMS layer, and Ipyleaflet is then used to display this layer. When loading data 
from an image using a Geoserver WMS layer, the Ipyleaflet component only loads the part of the 
image that is displayed on screen and at the correct zoom level. This is an important feature as we 
manipulate huge images that can take a lot of time to download completely. Geoserver is able to 
generate tiles at different zoom levels ensuring that we only download the information effectively 
displayed on the map. 

We have developed two libraries, the first one wmslib is used to publish and manage Geoserver 
layers from GeotTiff images. The second one is used to display images in Ipyleaflet object and relies 
on the first library. 

 Examples for these libraries are available for users in the public folder: 

 /public/Platform_examples/Example_Visualization.ipynb  

 /public/Platform_examples/Example_wms.ipynb  

4.2.2.5 Data mining and data fusion tools 

The Data Mining module aims at providing a data mining system for a large-scale Earth Observation 
imagery, to enhance the imagery interpretation capability based on database technology, to ease 
human computer interaction via a cascaded active learning schema, where users are able to easily 
operate the tool using their mouse, perform semantic annotation and further result analysis. The 
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active learning-based interactive tool is not only able to query the image products, but also to query 
the annotated semantics. 

The Data Fusion module aims at fusing Sentinel-1 and Sentinel-2 products on the image feature level, 
hence extend the data mining module to be able to process fused EO information. 

The DMG-DM and DMG-DF sub-modules generates data models to be inserted into the database, for 
the data mining and data fusion purpose, respectively. These modules are deployed as processing 
services on the platform.  

The KDD and QE sub-modules which are within the GUI tool query the database to perform semantic 
annotation and data analytics. The cascaded active learning system (KDD) allows users to search and 
query in the database to select products they are interested, and to perform semantic annotation. A 
user picks up positive and negative samples by mouse clicking and trains the SVM classifier. This 
procedure is performed iteratively until the user is satisfied with the classification results. After 
multiple operations, multiple classes will be extracted. The QE sub-module enables the users to 
query from the perspectives of product metadata, image semantic or a combined condition of them. 

4.2.2.6 Publication service 

The publication service is a small web server providing a REST interface that aims to facilitate the 
communication between different candela components. It is developed in python and based on the 
flask library.  

The first use of this service was to provide a REST interface for the execution of SQL request on the 
monetDB database. This usage is now deprecated as the monetDB database is directly accessible 
from outside the platform. 

The second objective of this service is to store all images produced by the data mining tool and allow 
the knowledge discovery interface to access them. 

4.2.2.7 Scalability service 

The scalability is another small Pyhton application used to control the number of active nodes on the 
application. It defines two main functions encapsulating the creation and deletion of a node. These 
functions are exposed as REST services by the application.  

When these the creation service is called the application connects to the OpenStack API of 
CloudFerro and create a new virtual machine. When the machine has been created, a configuration 
script is executed, and then the machine is registered to the Kubernetes master as a new node. 

When the deletion service is called for a node, Kubernetes set this node as non-schedulable, new 
pods can no longer be executed on this node. When all existing pods have been completed, the node 
is disconnected from the cluster and the VM is deleted. 

4.2.3 Processing services 

The processing services are the data analytic algorithms provided by our partners. These services are 
encapsulated in docker containers like all components of the platform. The main difference with the 
components is that they are run on demand where all other components are always running.  

4.2.3.1 Optical change detection services 

The optical change detection workflow is composed of four services: 
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• Jpeg2tiff 

• SplitImage 

• ChangeDetection 

• MergeImages 

 

The service Jpeg2Tiff extract the data needed for the change detection process from a sentinel 2 
product and generate a GeoTIFF image. 

The service SplitImage is a preprocessing tool used to sort images in input by geographical and 
temporal extent. Its goal is also to define sets of sub-images that will be used by the change 
detection service. 

The ChangeDetection module calculate the difference between consecutive sub-images and 
generate a map for each couple representing the changes. 

The MergeImages service compile results of the ChangeDetection module to form the map of 
detected changes between two complete sentinel 2 products. 

The complete functional description of these services is available in the document D2.4 section 2.1.3 
[17]. 

4.2.3.2 SAR change detection services 

The SAR detection workflow is composed of two services: 

• Preprocessing service 

• SARChangeDetection service. 

The preprocessing service is used to extract the area of interest given by the user or, if the user 
doesn’t define a bounding box, the overlapping area of two products. This service also performs 
radiometric calibration and terrain correction on the products. 

The second service perform change analysis on images provided by the preprocessing. The result is a 
GeoTIFF image representing areas where change has been detected. 

These services are described in detail in the document D2.4 section 3.1.3 [17].   

4.2.3.3 Data fusion, data mining services 

Two services for data mining and data fusion are deployed on the platform. These services are 
derived from the same tool DMG: DMG for data mining (DMG-DM), DMG for data fusion (DMG-DF). 

These sub-modules extract product metadata, crops image patches, generate high resolution quick-
look images, and extracts image features from the cropped image patches. This information is 
written in the database via database management system sub-module. 

These services are presented in document D2.2 section 2.3.1[18]and D2.8 section 2.3.1[20]. 

4.2.3.4 Triplification service 

The triplification service transforms the result of change detection workflows into semantic data and 
enriches the Semsearch knowledge base with this additional data. 

This service can also be used to ingest to Semsearch knowledge database classification data 
generated with KDD and stored into lmonetDB. 
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4.3 Allocation of functions to components 

The table below presents the mapping between the functions described in section 3 and the use 
cases described in section 2.1, as well as their allocation to the platform components. 
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Table 1: Allocation of the functions and use cases to the platform components 

Components

Use cases Functions Geo
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Use cases Functions

access Jupyter notebook environment x x

define workflows x x

search for EO data into CreoDIAS catalog x

access the data from CreoDIAS x

develop a service x

test a service x x

access the data from CreoDIAS x

manipulate/transform the data x x x

B5. Process analytics run processing services x x x

B6. Align information align semantic annotations x

display results on a map x x

access semantic annotations x

access SemSearch knowledge base x

manage user accounts x

deploy a service x

set up periodic service execution x

Platform operations

B7. Push information

B1. Job manager

B2. Retrieve data

B3. Prepare analytics

B4. Data preparation
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5 Physical view of CANDELA platform 

5.1 IaaS / PaaS 

CANDELA platform is built on top of a cluster of machines, based on CreoDIAS infrastructure.  

Physical view of CANDELA platform. 

 

Figure 7 : CANDELA Cluster - vision of nodes and storage 

The cluster is composed of a set of machines and their characteristics are presented in the table 
below. 

In terms of storage, all machines from the cluster access a DFS (Distributed File System), composed 
of:  

• A read-access to CreoDIAS storage volume for Earth Observation data mounted as volume 
“/eodata” 

• 1To of storage on SSD Hard drive, located on candela-gpu1 machine 

• 1.5To of storage on logical volumes (easily scalable)  
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Table 2: CANDELA cluster machines characteristics 

 

candela-001 candela-003 candela-005 candela-006 candela-gpu1 

CPU 4 VCPUs Intel 

Xeon E312xx 

(Sandy 

Bridge), 

2.6GHz, 

16MB cache 

8 VCPUs  

Intel Xeon 

E312xx (Sandy 

Bridge), 

2.6GHz, 16MB 

cache 

4 VCPUs Intel 

Xeon E312xx 

(Sandy Bridge), 

2.6GHz, 16MB 

cache 

4 VCPUs Intel 

Xeon E312xx 

(Sandy Bridge), 

2.6GHz, 16MB 

cache 

40 VCPUs Intel 

Xeon E312xx 

(Sandy Bridge), 

2.6GHz, 16MB 

cache 

GPU 
    

Nvidia GeForce 

GTX 1080 Ti, 

11GB memory 

RAM 8GB 32GB 16GB 16GB 128GB 
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5.2 Components 

The following diagram presents the components deployed on CANDELA Platform. 

 

Figure 8 : CANDELA platform components 
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5.2.1 Jupyter hub 

5.2.1.1 Deployment of Jupyter environment 

The JupyterHub [4] project is a Jupyter [3] sub-project adding a multi-user layer to the Jupyter core 
server with an authentication system that allows using it efficiently in a business environment. 

JupyterHub is composed of: 

• A Hub component, managing the multi-users connections, with their specific access rights 
and password. 

• A frontend proxy, routing request to the Hub and creating Jupyter server instances specific 
for each user. The proxy is then in charge of transferring the incoming requests to the 
corresponding Jupyter server. 

• Several standard Jupyter servers. 

 

Figure 9: JupyterHub global architecture 

The action of creating a Jupyter server specific for a user is called spawning. In the Hub, a specific 
module, the Spawner, handles this action. Several implementations exist for this module according to 
the strategy chosen to spawn the Notebook servers: local or remote spawning based on cluster 
management software (Torque, PBS...), on Docker, on Kubernetes… The spawner implementation 
installed on the CANDELA platform is based on Kubernetes. 

A specific module handles the user management on the hub. As for the spawning, several 
implementations of this module exist: based on the UNIX users, on the OAuth protocol or on LDAP. 
LDAP is the adopted solution for the platform, as it is the technology used for the Identity and 
Authorization Manager. 

A specific Jupyter instance is created every time a user launches the Notebook feature in the 
platform. Thus, by default the workspace of this instance is empty. Different solutions exist to enable 
a persistent workspace. On the platform, instance spawning is based on Kubernetes, and thus by 
extension on Docker containerization. Each newly created instance is a new Docker container 
running on the Kubernetes platform. Kubernetes/Docker allows configuring volumes, i.e. folders 
shared between containers, or between a container and the host system. The strategy to make the 
user workspace persistent on JupyterHub is to create a volume mapping the JupyterHub workspace 
folder with the user workspace folder currently used on the platform. 
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To enhance performances for the users, their workspace on the platform is store on the physical SSD 
storage. Each user workspace contains a “lib” folder containing the specific CANDELA libraries 
“creodias_lib” and “wps_lib”. A “public” folder is also available for every user, this folder contains 
notebook examples for the different libraries and services and a “SHARED” folder where every user 
can exchange data. 

5.2.1.2 User environment 

One feature of CANDELA is to enable users to execute processing tools on a remote platform. In 
general, processing tools are black boxes: pieces of code packaged and integrated on the platform 
that cannot be explored. The CANDELA development environment goal is to give the users the 
capacity to work at a lower level. It enables users to develop their own code and execute it on the 
platform with full access to the platform computation resources and data repository. 

Jupyter Notebook [2] is the technology used to allow user to interact with CANDELA’s server 
components. 

 

Figure 10: Notebook environment architecture 

The notebook documents are stored on the server machine. They can be downloaded by the user to 
be kept locally or shared with other users. 

There are several obvious benefits of such an approach. First, users do not need to install anything in 
their local machine. They can run Python scripts without any local Python installation for instance. 
Moreover, programmes executed in the Notebook environment can access data located on the 
Notebook server. There is no need to download locally all the data. When dealing with big amounts 
of data, it is possible to execute code that filters, selects or reduces them, and transfers only small 
amounts to the user machine for displaying. On the CANDELA platform the user can directly access to 
the folder /eodata containing all CreoDIAS EO products. 

The core Notebook server is responsible for routing the client request and managing the Notebook 
documents. The actual execution of the code is performed by components installed in addition to the 
core server. The basic Jupyter installation provides a Python 3 kernel. To execute code from any 
other language, additional kernels should be installed and configured. When installing a language 
specific kernel, it is possible to install additional libraries so that users can use them natively in their 
Notebook. 
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A set of libraries is installed for CANDELA Jupyter environment: they are accessible for all user 
environments, and each user can also enrich its own environment by installing additional libraries. 

The libraries installed by default in the Jupyter environment have purposes: 

• Connection with different candela tools (pymonetdb, psycopg2, SPARQLWrapper …) 

• Generic scientific libraries (numpy, pandas, scipy, scikit-learn…) 

• Manipulation of images (tifffile, rasterstats, gdal…) 

• Geodata manipulation (pyshp, geopandas) 

• Visualization libraries (mathplotlib, ipyleaflet, folium) 

The complete set of libraries installed in each notebook is available in annex 10.1. 

5.2.1.3 Identification 

Keycloak can connect to various sources of authorized users (LDAP, Active Directory, RDBMS "Social 
login"...). In the CANDELA configuration, it is configured to store users in a dedicated PostgreSQL 
database pod saving its content on the cluster filesystem. New users are added by a Keycloak 
administrator through the management console or through a dedicated API. User accounts are 
initialized with a random password that the user will change at its first connection. The admin has no 
access to user passwords by design. The Keycloak server can be connected to an SMTP server to 
automatize the registration and password reset processes.   

CANDELA components are connected to Keycloak through the standard OAuth 2 protocol. OAuth 2 
clients such as the Jupyter Hub component are registered by an administrator over the Keycloak 
management interface or API, and are given a client ID and secret, corresponding to an origin URL 
and a call-back URL.  

When trying to authenticate a user, the client authenticates itself to Keycloak with its Id and Secret, 
the origin URL and the call-back address given by the client is verified against Keycloak registered 
information. When client identity is ensured, the user is redirected to a login page. When user 
identity is ensured Keycloak calls back the client with an authorization and refresh token. 
Authorization token can be used by the client to get additional information about the user. Refresh 
token is used to generate a new token for the user without it having to go through the login process.  
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5.2.2 Geoserver 

 

Figure 11 : Geoserver component 

Data analytics algorithms are delivered by service providers as Docker containers. Once integrated on 
the CANDELA platform, we talk about processing services. A GeoServer and Kubernetes API are used 
to parameterize, launch and monitor executed services. Each service Docker is manually built, and 
the Docker image is created and ready to be launched through the Kubernetes API. 

GeoServer provides the ability to discover, execute and manage processing services through an OGC 
Web Processing Standard (WPS) interface[12]. Users can then interact with processing services with 
WPS requests to the GeoServer instance. The WPS standard also allows to chain processing services, 
creating a processing pipeline of services. GeoServer handles the chaining of the outputs of one 
service as inputs of other services and runs each service of the pipeline step by step. 
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Figure 12: CANDELA platform processing pipeline 

For each processing service, a corresponding processing script describing the inputs and outputs of 
the processing service is manually deployed in GeoServer. The GeoServer exposes the service, thanks 
to its WPS plugin. The list of services can be retrieved when performing a “GetCapabilities” request 
to GeoServer. The “GetDescription” request allow to retrieve the description of a particular service, 
its input and output. This kind of request is part of the WPS standard and enables users to list all the 
WPS services provided by a WPS endpoint and to get the metadata required to invoke them. 

When GeoServer receives an "ExecuteProcess" WPS request, the script is parameterized with the 
WPS request inputs and GeoServer launches the Execution script corresponding to the processing 
service. The script sets the environment of the processing service, sends a scheduling order to the 
Kubernetes API with the corresponding Docker image, and monitors the execution of the resulting 
container. The library “wps_lib” provides a set of functions for discovering and executing services. 

During the execution of the service, a repository is created with the id of the execution and contains 
resulting files processed by the service and log files. User can interact with the file system and gather 
its results. 

GeoServer can also publish the data from a large variety of data formats. In the context of CANDELA 
project the publication of the processing results as OGC WMS (Web Map Service) [13] or OGC WMTS 
(Web Map Tile Service) [14] layers can be very useful. 
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5.2.3 Semsearch 

The semantic search web application provided by IRIT is deployed on a Tomcat webserver. The web 
server host two application the semsearch user interface and the strabon end point.  

 

Figure 13 : Semsearch component architecture 

The strabon application has access to the Postgis database. Both the Postgis database and the 
webserver are deployed as docker containers on Kubernetes.  Each container is configured to store 
its data on candela DFS filesystem. This allows to persist data if a container must be restarted. 

The semsearch administrator user can access to the filesystem of the container hosting the 
webserver using WEBDAV protocol. 

For administrations purpose the PostGIS database is accessible from outside the candela platform 
using any client compatible with this database. 

5.2.4 Data mining and data fusion tools 

The data mining and data fusion tools provided by DLR is deployed on the platform on several 
containers:  

• The Data model generation processes (DMG-DM and DMG-DF); 

• The database MonetDB; 

• The publication service. 

The application is completed by a graphical user interface (KDD) that is executed on the user’s 
computer. 

The DMG-DM and DMG-DF sub-modules generates data models to be inserted into the database, for 
the data mining and data fusion purpose. These services also produce crops image patches, generate 
high resolution quick-look images. These images are published through a Rest interface on the 
publication service. 
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The data produced by the two data model generation processes are made available to the GUI 
through a direct connection to the database for an access to the metadata. Images generated by 
these processes can be downloaded by the GUI using the Rest interface of the publication service. 

Annotations produced by the user on KDD can be saved on the monetDB database. 

 

Figure 14: Architecture of the data fusion tool 

5.3 Scalability and performances 

The need in terms of computation resources is very variable depending on the algorithms executed 
on the platform by the users. To adapt to this variable consumption, an elastic provisioning of the 
cloud computation resources has to be implemented. 

Two technical solutions are studied to tackle this need: OpenFaaS and OpenStack. 

The first solution is based on the OpenFaas [11] implementation provided by CloudFerro. This 
technology allows to create serverless functions through docker and Kubernetes. The processing 
services can be deployed has OpenFass functions. Docker containers implementing CANDELA services 
must be redefined and adapted in order to be compatible with OpenFaas. 

The second solution for elasticity management on CANDELA relies on OpenStack [1] APIs provided by 
the CreoDIAS infrastructure. This API allow to spawn or shutdown virtual machine programmatically 
and thus adapting the resources of the cluster to the needs. A specific configuration must be done on 
the CANDELA Kubernetes instance to connect with these APIs, and a logic has to be implemented to 
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describe how the cluster should increase or decrease according to the activity of the hosted 
applications. 

We decided to implement the second solution for several reasons: 

• We didn’t have to redefine or adapt any CANDELA service to make it compatible 

• This solution gives us more control and flexibility on the solution 

• This solution implies the deployment of a monitoring solution that was needed. 

 

The solution implemented on CANDELA is based on Influx data and the scalability component.  

Telegraph agents are deployed on each node, these agents are configured to gather periodically the 
resources used and available on each node, the resource consumption of each pod, and the state of 
essential services of the platform. This data is inserted and stored for a month in the influx database. 

 Two set of kapacitor rules have been created to trigger the creation or deletion of virtual machine 
on the platform. The first rules check that enough resources are available at any time to launch a 
process or a new jupyter environment. If the rule is not met an action triggers the creation of a new 
VM. The second rules monitor underutilized nodes and asks for their deletion when detected. 

Both actions are HTTP REST request addressed to the scalability components. 

When the scalability component receives a create request it will connect to the OpenStack API from 
CloudFerro platform to create a new machine, a configuration script is then executed on this VM 
before connecting it to the Kubernetes cluster. At this point the new node is ready to execute new 
pods. When a delete request is received the node to delete is first marked as not schedulable, this 
prevent new pod to start on this node. When all processes have ended on the node, the VM is 
deleted. 

The Figure 15 present the scalability and monitoring components deployed on the CANDELA 
platform. 

 

 
Figure 15: Scalability and monitoring architecture 

We can benefit from the deployment of influx data components for the scalability to implement the 
monitoring of the platform. All the data we need to monitor the platform is already retrieved and 
store in the Influx database. We need to deploy a component to display these data. It is the role of 
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the Grafana component. Grafana is a web frontend connected to the Influx database, and allows to 
create request to retrieve, transform and display the data for the platform administrator. Grafana 
allow to create dashboards to present as a set of graphs or indicators. The Figure 16 show the 
dashboard used to monitor the global state of the platform. It includes information on CPU and 
memory usage, disk usage for each node and for network disks, and the state of essential services.  

 

 
Figure 16: Platform monitoring dashboard 
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6 Operational scenarios 

6.1 Change detection scenarios 

6.1.1 Change detection on optical images 

1. The user logs in to the candela platform using keycloak 
2. User start a new jupyter notebook and search for a set of Sentinel 2 images over an area of 

interest between two dates using the creodias_lib. The library returns a list of products 
corresponding to the selected parameters. 

3. User select products from the list returned by the search function and create a folder with 
the filtered results. 

4. The user preprocesses the selected data: 
a. Execution of the wps service Jpeg2tiff 
b. Execution of the wps service Preprocess to split the GeoTIFF images and set up the 

change detection algorithm 
5. The user runs the change detection modules for each split parts of the selected images 
6. The user runs the MergeResult process to produce a result map covering the original area 

selected 
7. The result can be visualized using the Ipyleaflet module 
8. Triplify the result and upload the result to the semantic database  

6.1.2 Change detection on SAR images  

1. The user logs in to the candela platform using keycloak 
2. User start a new jupyter notebook and search for a set of Sentinel 1 GRD products over an 

area of interest between two dates using the creodias_lib. The library returns a list of 
products corresponding to the selected parameters. 

3. User select products from the list returned by the search function and create a folder with 
the filtered results. 

4. The user preprocesses the selected data using the SAR preprocessing service. The user can 
indicate a bounding box for selecting an area of interest. 

5. The user runs the SAR change detection modules for each split parts of the selected images 
6. The result can be visualized using the Ipyleaflet module  
7. Triplify the result and upload the result to the semantic database  

6.2 Semantic search scenarios 

1. Open the semsearch web application http://platform.candela-h2020.eu/semsearch 
2. Check the what checkbox and choose a change level (high change or middle change) 
3. Let the where checkbox checked, click on “Clear all and Redraw” and draw an area on the 

map 
a. The zone must contain parcels whose information are processed 
b. To draw the area: left click to define a vertex, double click to finish drawing. 

4. Wait for the server response, then click on a parcel (shown on the map) to view returned 
information. Can try both the tabular and diagram mode. 

http://platform.candela-h2020.eu/semsearch
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6.3 Data fusion and data mining scenarios 

6.3.1 Feature and data mining scenario 

1. User starts Jupyter notebook to retrieve and select Sentinel-1 and Sentinel-2 products to 
his/her interests. 

2. User starts Jupyter notebook to launch data model generation for data mining process for  
3. one Sentinel-1 or Sentinel-2 product or run several processes for several products. Data 

modal which contains processing parameters, product metadata, product image quick-looks, 
quick-looks paths, image features are generated. 

4. The bash script is automatically executed consequently to ingest data model into the 
MonetDB database management system. 

5. User starts Jupyter notebook to perform feature and data mining with the data retrieved 
from the MonetDB database. This includes data analysis and visualization. User performs 
unsupervised machine learning exercises. 

a. With the scikit-learn Python library, user performs feature clustering, the clustering 
results can be mapped to low-dimensional space using t-SNE algorithm, then user 
visualizes using altair or bokeh Python libraries in the Vega-style. 

b. User connects the feature vector points to their corresponding image patch quick-
looks; then discovers possible semantic labels behind different clusters. 

c. Different features can be analysed in this way. 

 

 

Figure 17: Feature and data mining scenario 
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6.3.2 Image, feature and data mining scenario 

1. User starts Jupyter notebook to retrieve and select Sentinel-1 and Sentinel-2 products to 
his/her interests. 

2. User starts Jupyter notebook to launch data model generation for data mining process for  
one Sentinel-1 or Sentinel-2 product, or several products. Data modal which contains 
processing parameters, product metadata, product image quick-looks, quick-looks paths, 
image features are generated. 

3. The bash script is automatically executed consequently to ingest data model into the 
MonetDB database management system. 

4. User starts the GUI frontend to perform image mining. User performs the cascaded active 
learning to generate his/her interested annotations. 

5. User starts Jupyter notebook to perform feature and data mining with the data retrieved 
from the MonetDB database. This includes data analysis and visualization. User performs 
supervised machine learning exercises. 

a. With the scikit-learn Python library, user performs decision tree or naïve Bayes 
algorithms using the annotations. User applies the trained models to unlabelled 
feature points.  

b. User connects the feature vector points to their corresponding image patch quick-
looks; User visualizes the quick-looks, validate or get new understanding of the 
features and patches. 

6. Visualize annotation results on OpenStreetMap, assisted by Leaflet library. 
 

 

Figure 18: Image, feature and data mining scenario 
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6.3.3 Image mining for fused area scenario 

1. User starts Jupyter notebook to retrieve and select a Sentinel-2 product to his/her interests. 
2. User starts Jupyter notebook to perform S1tiling to crop Sentinel-1 image based on the 

Sentinel-2 tile ID.  
3. User starts Jupyter notebook to transform the output Geotiff file from S1tiling process as a 

proper format for the data fusion process. 
4. User starts Jupyter notebook to launch data model generation for data fusion process for  

one Sentinel-1 and one Sentinel-2 product. Data modals which contain processing 
parameters, product metadata, product image quick-looks, quick-looks paths, image features 
are generated. 

5. The bash script is automatically executed consequently to ingest data model into the 
MonetDB database management system. 

6. User starts the GUI frontend to perform image mining using fused Sentinel-1 and Sentinel-2 
images which cover the same area. User performs the cascaded active learning to generate 
his/her interested annotations for fused area. 

7. [BONUS: will be provided if possible] User starts Jupyter notebook to perform feature and 
data mining with the data retrieved from the MonetDB database. This includes data analysis 
and visualization. User performs unsupervised or supervised machine learning exercises. 

a. With the scikit-learn Python library, user performs clustering, decision tree or naïve 
Bayes algorithms. 

b. User connects the feature vector points to their corresponding image patch quick-
looks; User visualizes the results using t-SNE algorithm, altair or bokeh Python 
libraries, and explores new knowledge. 

8. Visualize annotation results on OpenStreetMap, assisted by Leaflet library. 

 

Figure 19: Image mining for fused area scenario 



 
 

 

 

Document name: D3.2 System architecture design and Operational scenarios 
document v2 

Page: 41 of 47 

Reference: D3.2 Dissemination:  PU Version: 2.0 Status: Final 

 

6.4 Service integration scenario 

1. The service provider sends its code and docker file to the platform operator 
2. The platform operator builds the docker image on the platform and registers it into platform 

Docker registry in order to be accessible for launching 
3. The platform operator develops two scripts: 

a. The processing script describing the inputs and outputs of the WPS processing 
service 

b. The execution script implementing the configuration of Kubernetes for the service 
4. The platform operator deploys these two scripts on the geoserver 
5. The platform operator writes a jupyter notebook for testing the new service and make it 

available to other users as an example. 

6.5 Synergetic use of EO and non-EO semantics scenario 

1. User start the jupyter environment and write a non-EO semantic query to identify features 
over an area of interest using SPARQL requests. 

2. User identifies EO products covering the area of interest over a period of time. 
3. The identified products are processed by the data model generation for data mining process. 
4. User starts the GUI frontend to perform image mining on the selected products. User 

performs the cascaded active learning to generate his/her interested annotations on the area 
of interest. Generated annotations are ingested in the monetDB database. 

5. In jupyter the user exploits the newly created annotations jointly with the results of the 
SPARQL request to extract new analytics results 
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7 Towards a commercial service 

The CANDELA platform is still a demonstrator and several aspects of it should be improve for a full 
commercial service. These improvements would not affect the utilization of the CANDELA by users 
and are more non-functional properties of the platform.  They can be divided in four categories: 

• Deployment automation 

• Security 

• Resiliency 

• Privacy 

 

7.1 Deployment automation 

The deployment of the complete platform should be scripted to allow to redeploy it easily. This could 
be needed to perform stress tests or to develop new services on a second platform while not 
affecting regular users.  

The automatic deployment of the platform is decomposed in three steps: 

• Commission and configuration of needed machines; 

• Deployment of Kubernetes; 

• Deployment and configuration of containerized application. 

The first step can be implemented using Terraform, which consists on commissioning the needed 
virtual machines and logical drives and networks. During this step all the infrastructure needed by 
the platform is deployed and configured. The configuration can be done using ansible scripts. 

The second step can also be implemented using ansible scripts. The installation Kubernetes master 
must be configured first before all workers are connected. 

In the last step, all applications are deployed on top of Kubernetes and can be implemented using 
helm charts. 

7.2 Security 

A complete analysis of the security is required. Several points should be studied. Some services like 
GeoServer use a unique password/login combination shared by all users. In order to increase security 
and to facilitate the debugging when needed, each user should be identified to these services.  

A second point to study is the security of the different components that offers a connection from 
outside the cluster. For example, both monetDB and PostGIS are accessible from outside the cluster 
and a specific attention should be put to ensure that these components are safe. 

Finally, we should consider limiting the rights to dockers containers to prevent privilege escalation. 
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7.3 Resiliency 

Resiliency is an important feature for a cloud platform, and this property should ensure that a 
component failure can happen and not disturb users.  

The first essential configuration needed is to set up multiple Kubernetes masters. With the current 
configuration if the master node fails, the whole cluster becomes useless. This type of Kubernetes 
configuration is called high availability cluster. 

Other essential components like databases for example should have redundant copies running on the 
platform. This ensures that if a component fails, we only need to route the traffic to the secondary 
component to keep the platform running. 

In order to be able to switch automatically from a compromised component to a healthy one, we 
need to provide Kubernetes a way to monitor the state of each component. This can be done using 
liveness and readiness probes on each critical component. 

7.4 Privacy 

The privacy of the data manipulated can become an essential feature of a cloud platform. Right now, 
all the data stored in the jupyter environment of users is accessible by any administrator of the 
platform. The user data should be encrypted on the platform. 

The data stored in PostGIS and monetDB databases is accessible by any user of the platform. This is 
because all users shared a single account on these databases. If users need to store private data in 
these databases, private annotations for example, we should create a database identifier for each 
user. 
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8 Conclusions 

This document presents the architecture of the second version of the CANDELA platform. The 
document has been updated to reflect its status at the end of the project. 

The set of initial features available with the first version of the CANDELA platform have been 
significatively enriched. Several scenarios are already integrated, providing a clear integration of the 
different platform components, from the notebook and the easy-to-use access to CreoDIAS data and 
launching of WPS services to the access to the knowledge base containing value-added information 
produced by the service execution.  

We present our solution to implement the scalability of the platform. A by-product of this scalability 
feature is the deployment of a monitoring solution for the platform. 

Finally, we have presented evolutions that would be needed to make the platform a commercial 
product. 
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10 Annexes 

10.1 Python libraries installed into Jupyter environment 

The following tables detail the list of libraries installed on Jupyter environment. 

library name version 
 

library name version 
 

library name version 

ffine 2.3.0 
 

jsonpath 0.82 
 

pyshp 2.1.0 

alabaster 0.7.12 
 

jsonschema 3.0.1 
 

PySocks 1.7.0 

alembic 1.0.11 
 

jupyter-client 5.3.1 
 

python-dateutil 2.8.0 

altair 3.1.0 
 

jupyter-core 4.4.0 
 

python-editor 1.0.4 

asn1crypto 0.24.0 
 

jupyterhub 1.0.0 
 

pytz 2019.1 

async-generator 1.10 
 

jupyterlab 1.0.4 
 

PyWavelets 1.0.3 

attrs 19.1.0 
 

jupyterlab-server 1.0.0 
 

PyYAML 5.1.1 

Babel 2.7.0 
 

kiwisolver 1.1.0 
 

pyzmq 18.0.2 

backcall 0.1.0 
 

libarchive-c 2.8 
 

rasterio 1.0.25 

beautifulsoup4 4.7.1 
 

llvmlite 0.27.1 
 

rasterstats 0.13.1 

bleach 3.1.0 
 

locket 0.2.0 
 

rdflib 4.2.2 

blinker 1.4 
 

lxml 4.4.0 
 

requests 2.22.0 

bokeh 1.0.4 
 

Mako 1.0.10 
 

Rtree 0.8.3 

branca 0.3.1 
 

MarkupSafe 1.1.1 
 

ruamel-yaml 0.15.71 

certifi 2019.9.11 
 

matplotlib 3.1.1 
 

scikit-image 0.14.3 

certipy 0.1.3 
 

mistune 0.8.4 
 

scikit-learn 0.20.3 

cffi 1.12.3 
 

mpmath 1.1.0 
 

scipy 1.2.1 

chardet 3.0.4 
 

msgpack 0.6.1 
 

seaborn 0.9.0 

Click 7.0 
 

munch 2.5.0 
 

Send2Trash 1.5.0 

click-plugins 1.1.1 
 

nbconvert 5.5.0 
 

Shapely 1.6.4.post2 

cligj 0.5.0 
 

nbformat 4.4.0 
 

simplejson 3.16.0 

cloudpickle 0.8.1 
 

networkx 2.3 
 

six 1.12.0 

conda 4.7.10 
 

notebook 6.0.0 
 

snowballstemmer 1.9.0 

conda-package-

handling 1.3.11 
 

numba 0.42.1 
 

snuggs 1.4.7 

cryptography 2.7 
 

numexpr 2.6.9 
 

sortedcontainers 2.1.0 

cycler 0.10.0 
 

numpy 1.15.4 
 

soupsieve 1.9.2 
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library name version 
 

library name version 
 

library name version 

Cython 0.29.13 
 

oauthlib 3.0.1 
 

SPARQLWrapper 1.8.4 

cytoolz 0.10.0 
 

olefile 0.46 
 

Sphinx 2.1.2 

dask 1.1.5 
 

OWSLib 0.17.1 
 

sphinxcontrib-applehelp 1.0.1 

decorator 4.4.0 
 

packaging 19.0 
 

sphinxcontrib-devhelp 1.0.1 

defusedxml 0.5.0 
 

pamela 1.0.0 
 

sphinxcontrib-htmlhelp 1.0.2 

dill 0.2.9 
 

pandas 0.24.2 
 

sphinxcontrib-jsmath 1.0.1 

distributed 1.28.1 
 

pandocfilters 1.4.2 
 

sphinxcontrib-qthelp 1.0.2 

docutils 0.14 
 

parso 0.5.1 
 

sphinxcontrib-

serializinghtml 1.1.3 

entrypoints 0.3 
 

partd 1.0.0 
 

SQLAlchemy 1.3.6 

fastcache 1.1.0 
 

patsy 0.5.1 
 

statsmodels 0.9.0 

Fiona 1.8.6 
 

pexpect 4.7.0 
 

sympy 1.3 

folium 0.10.0 
 

pickleshare 0.7.5 
 

tblib 1.4.0 

GDAL 2.4.1 
 

Pillow 6.1.0 
 

terminado 0.8.2 

geopandas 0.6.1 
 

prometheus-

client 0.7.1 
 

testpath 0.4.2 

gmpy2 2.1.0b1 
 

prompt-toolkit 2.0.9 
 

tifffile 0.15.1 

h5py 2.9.0 
 

protobuf 3.7.1 
 

toolz 0.10.0 

heapdict 1.0.0 
 

psutil 5.6.3 
 

tornado 6.0.3 

idna 2.8 
 

psycopg2-binary 2.8.3 
 

tqdm 4.32.2 

imageio 2.5.0 
 

ptyprocess 0.6.0 
 

traitlets 4.3.2 

imagesize 1.1.0 
 

pycosat 0.6.3 
 

traittypes 0.2.1 

ipykernel 5.1.1 
 

pycparser 2.19 
 

urllib3 1.25.3 

ipyleaflet 0.11.4 
 

pycurl 7.43.0.2 
 

vincent 0.4.4 

ipython 7.7.0 
 

Pygments 2.4.2 
 

wcwidth 0.1.7 

ipython-genutils 0.2.0 
 

PyJWT 1.7.1 
 

webencodings 0.5.1 

ipywidgets 7.5.0 
 

pymonetdb 1.1.1 
 

widgetsnbextension 3.5.0 

isodate 0.6.0 
 

pyOpenSSL 19.0.0 
 

xarray 0.12.3 

jedi 0.14.1 
 

pyparsing 2.4.1.1 
 

xlrd 1.2.0 

Jinja2 2.10.1 
 

pyproj 1.9.6 
 

zict 1.0.0 

json5 0.8.5 
 

pyrsistent 0.15.3 
   

 


