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Executive Summary 

This deliverable describes the third version of the change detection building blocks. As already 
mentioned in the deliverable D2.3 [1], two change detection building blocks are designed to work 
respectively on Sentinel-2 and on Sentinel-1 data. The two tools are really different and developed by 
different teams, which is why they will be described in two different sections. 

In the first version of the tools, both teams had developed and implemented a first pipeline on 
CANDELA platform, which had allowed them to master the Docker technology. However, after a 
more complete assessment of the state of the art, each of the two pipelines has changed a lot in the 
second version. Different methods were tested, several adaptations were done according to 
feedbacks, and a Jupyter-notebook was created to help the end user to run the tools. In the third 
version TAS FR has optimized its own processing workflow in terms of computing capacities and has 
implemented its training module on CANDELA platform, and TAS IT has developed a second pipeline 
based on classic machine learning method less sensitive to changes due to the difference of sensor 
imaging geometry.   

Thus, this deliverable contains a complete description of the change detection tools with the 
requirements in terms of datasets and processing workflows, and even illustrates them on real use 
cases. In addition, it details the developments done in interaction with WP3 partners in order to 
properly integrate the tools on CANDELA platform, and the different solutions and adaptions 
implemented that follow the remarks and validation report D1.3-4 [2] made by WP1 partners. Finally, 
the deliverable provides a short description of the main tools available on CANDELA platform and 
explains how they can be combined. 

This deliverable was produced at month 24 of the project and is the last release as it describes the 
final version of TAS tools.  
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1 Introduction 

With the advent of the Copernicus program and its wealth of open data, the Earth Observation 
domain is increasingly adopting big data technologies. This adoption is first made possible by 
efficient data storage and processing infrastructures, but most importantly by the development of 
data analytic applications with machine learning techniques. These applications allow the automatic 
or semi-automatic analysis of large volume of Earth Observation data, like pattern identification from 
high geographical scale or long-term trends extraction.  

In this context, TAS proposes to develop applications for change detection on Earth Observation 
satellite image time series. Using the fine temporal (few days) and spatial (–10 - 20 meters per pixel) 
resolution of Sentinel-1 and Sentinel-2, a lot of use cases can be carried out in many diverse sectors 
(e.g. Security, Emergency, Marine and Land surveillance). These applications will allow to detect 
changes and analyse trends in order to simplify the work of many operators and generate economic 
and social value assessment. 

1.1 Purpose of the document 

The objective of this document is to describe the evolutions made on both, optical and SAR, change 
detection building blocks since the first deliverable D2.3 [1] at month 6 of the project.  

As the pipelines and architectures of both building blocks have changed a lot since version 1, new 
complete descriptions are provided in order to introduce the context and explain the processing 
workflow of these tools. Moreover, functionalities developed in these second and third steps of the 
project are detailed. These adaptations not only allow to make tools more user friendly, but they also 
try to optimize the pipelines in term of resources. These adaptations generally were achieved in 
interaction with other members of the project. 

1.2 Relation to other project work  

The change detection building blocks represent two of the data analytics developed in task 2, which 
must be integrated in the CANDELA platform built by WP3 partners, met the needs of the use cases 
defined by WP1 partners and designed to be compatible with the other building blocks developed in 
WP2. 

1.3 Revised submission 

In this revised submission, TAS FR has modified the following sections: 

• Pipeline (section 2.1.3): the training module has been implemented on CANDELA platform. 

• Illustration on the vineyard use case (section 2.1.5): provide more details and mention that a 
paper has been published on this application. 

• Resource optimization (section 2.2.2): a scheduler has been added that considerably reduce 
the computing time. 

• Adaptation achieved following the user experience (section 2.3.2): improve log files and 
Jupyter Notebook document. 

• Compatibility between the building blocks (section 4.2): explain the interoperability of all the 
WP2 building blocks with IRIT tools. 
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TAS IT has modified the following sections: 

• General presentation (section 3.1.1): a new Fuzzy C-Means algorithm for change detection 
has been implemented. 

• Pipeline (section 3.1.3): edited to include the new algorithm. 

• Technical approach (section 3.1.4): optimized pre-processing module and description of the 
new FCM algorithm. 

• Illustration on use case area (section 3.1.5): added results from the new algorithm and a 
comparison with ENVI SARscape change detection. 

• Resource optimization (section 3.2.2): concurrent processing over image windows has been 
implemented. 

• Annex B and C: updated Jupyter notebook manual and added validation of the training for 
the SPECT approach. 

1.4 Structure of the document 

This document is structured in 3 major chapters. 

Chapter 2 concerns the optical change detection building block developed by TAS FR, and contains 
three main sections: 

• Section 1 presents and illustrates the optical change detection building block  

• Section 2 presents the implementation and the optimization of this tool on CANDELA 
platform  

• Section 3 presents the evolution of this tool in terms of technology used and functionalities 
proposed 

Chapter 3 concerns the SAR change detection building block developed by TAS IT, and contains three 
main sections: 

• Section 1 presents and illustrates the SAR change detection building block  

• Section 2 presents the implementation of this tool on CANDELA platform  

• Section 3 presents the evolution of this tool in terms of used method and offered 
functionalities. 

Chapter 4 concerns the tools available on CANDELA platform and the way of combining the change 
detection tools with the other services. 
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2 Change detection on optical image time series 

2.1 Optical change detection tool description 

TAS FR, which has recently created a service of data valorisation, has taken full advantage of 
CANDELA project to increase its expertise in unsupervised deep learning algorithms. It developed its 
first deep-learning based tool for change detection. 

This chapter introduces this tool (section 2.1.1), presents the type of data to be used (section 2.1.2), 
details its pipeline (section 2.1.3) and explains the adopted technical approach (section 2.1.4). To 
conclude the chapter, an example of how the tool performs on the vineyard use case is provided 
(section 2.1.5). 

2.1.1 General presentation  

TAS FR change detection building block provides generic change detection maps for each pair of 
time-consecutive Sentinel-2 images that represent exactly the same field of view.  

To do this, the first step consists in transforming and preprocessing each Sentinel-2 data product in a 
single Sentinel-2 image with the bands of interest. The second step consists in sorting the Sentinel-2 
images by time-series in chronological order to know on which pairs of images the resulting change 
map must be calculated. And the last step, that was already partially developed and implemented at 
month 6 of the project, consists in computing the change detection maps in a smart way, that is 
mean thank to a neural network model which allows to be more robust to the lighting and 
atmospheric condition differences between the two data acquisitions that do not represent changes 
of interest. Only Sentinel-2 images are selected in order to be free from problems related to viewing 
angle. 

The resulting change detection maps are geoTiff rasters with the same size and geo-reference as the 
images on which they have been calculated, and whose pixel values range between 0 and 1 in order 
to represent the probability that a change has occurred between the acquisition dates of the two 
images. 

2.1.2 Sentinel-2 data 

Sentinel-2 is an Earth Observation mission from the EU Copernicus Programme, composed of two 
twin satellites. Its high-resolution (10 meters), wide swath width (290 km) and high revisit time (5 
days) allows it to monitor Earth’s surface changes. 
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Sentinel-2 carries an optical instrument payload that samples the 13 following spectral bands:  

 
Figure 2-1: Sentinel-2A bands 

(source: https://www.satimagingcorp.com/satellite-sensors/other-satellite-sensors/sentinel-2a)  

Thanks to the free, full and open data policy adopted by the Copernicus programme, all users can 
access Sentinel-2 data products. These products include image data in JPEG2000 format for each 
band and metadata, such as information on cloud coordinates (see Figure 2-2). 

 
Figure 2-2: Sentinel-2 data product 

(source: https://sentinel.esa.int/web/sentinel/user-guides/sentinel-2-msi/data-formats) 

  

https://www.satimagingcorp.com/satellite-sensors/other-satellite-sensors/sentinel-2a
https://sentinel.esa.int/web/sentinel/user-guides/sentinel-2-msi/data-formats
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Both products available for users (see Figure 2-3) are compilation of elementary granules of 100x100 
km2 ortho-images in UTM WGS84 projection.  

 
Figure 2-3: Sentinel-2 product types 

(source: https://sentinel.esa.int/web/sentinel/missions/sentinel-2/data-products) 

2.1.3 Pipeline 

Figure 2-4 presents the pipeline of the optical change detection building block that is composed of 
three modules, plus one optional module to generate new neural network models. 

 

 
Figure 2-4: Optical change detection pipeline 

2.1.3.1 Jpeg2Tiff 

• Description:  
The objective of this module is to extract the bands of interest for each Sentinel-2 data 
product, resample them thank to a bi-linear interpolation in order to get the same spatial 
resolution for all bands, convert them to 8-bit, and concatenate them into a geoTiff image for 
each Sentinel-2 data product.  

https://sentinel.esa.int/web/sentinel/missions/sentinel-2/data-products
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For each Sentinel-2 image, the module extracts also “no data value” pixels from the blue 
band, and pixels of cloud if the option is chosen. The result of the extraction is represented 
into a single band geoTiff mask with the same spatial resolution as the Sentinel-2 image.    

• Input:  
▪ path (string): path of the folder that contains the Sentinel-2 data products of interest 
▪ output_path (string): path of the folder that will contain the resulting geoTiff 

Sentinel-2 images and geoTiff masks 
▪ band (list of string, default value: ‘02,03,04,08’): list of the bands of interest  
▪ mask (boolean, default value: True): choose if the generated mask will also represent 

pixels of cloud   

• Output: 
▪ geoTiff Sentinel-2 images with the band of interest for each Sentinel-2 data product 
▪ geoTiff masks associated to each geoTiff Sentinel-2 image 

2.1.3.2 ExtractInfo 

• Description:  
The objective of this module is to identify all Sentinel-2 images generated by the Jpeg2Tiff 
module, extract their acquisition date and geo-reference and assort them by series that 
represent the same areas and that are sorted in chronological order.  

• Input:  
▪ path (string): path of the folder that contains the geoTiff Sentinel-2 images 
▪ output_path (string): path of the folder that will contain the resulting json file 

• Output: 
▪ json file that contains a dictionary where each key refers to a different time-series, 

and whose values are the names of the Sentinel-2 images that composed the time-
series in chronological order 

2.1.3.3 ChangeDetect 

• Description:  
The objective of this module is to transform Sentinel-2 images into a more representative 
feature space thanks to unsupervised neural network models, and calculate the distance 
metric between two Sentinel-2 images in this space in order to generate change detection 
maps.  

• Inputs: 
▪ path (string): path of the folder that contains the geoTiff Sentinel-2 images 
▪ output_path (string): path of the folder that will contain the resulting geoTiff change 

detection maps  
▪ path_dataset (string): path of the json file generated by the ExtractInfo module      
▪ path_model (string): the model to use to predict the probability of change 
▪ batch_size (int, default value: 512): number of patches to process at the same time 
▪ mask (boolean, default value: True): Choose if pixels inside mask must be not 

considered in the change detection map result 

• Output: 
▪ geoTiff change detection maps that represent the probability that each pixel 

corresponds to a change 

  



 
 

 

 

Document name: D2.4 Deep Learning v2 Page: 15 of 51 

Reference: D2.4 Dissemination:  PU Version: 2.0 Status: Final 

 

2.1.3.4 TrainModel 

• Description:  
The objective of this optional module is to learn a new neural network model adapted to the 
format of the input images (e.g. number and nature of the bands)  

• Input: 

• path_image (string): the geoTiff Sentinel-2 image to use to generate the model 

• output_path (string): path of the folder that will contain the model  

• Output: 
▪ neural network model to transform images into another feature space 

2.1.4 Technical approach 

The neural network models used to transform Sentinel-2 images into a more representative feature 
space are learned following the “Triplet Loss” technical approach (see Figure 2-5). This approach 
consists in learning a rich representation of image patches using the following procedure: 

• Choose a set of reference image patches (called anchors) in the training dataset 

• For each anchor, provide one or more similar image patches not containing any change of 
interest (called positive examples) and another set of image patches with changes of interest 
(called negative example) with respect to the original anchor 

• Encoding each anchor and its positive and negative examples (3 encoded representations) 

• Computing the differences between each encoded anchor and respectively its encoded 
positive and negative examples 

• Calculating the difference between the positive and the negative differences 

• Maximizing this difference by modifying the weight of the encoder. The main idea is that the 
distance between the positive example and the anchor should be small while the difference 
between the negative example and the anchor should be large  

By providing examples of changes and no change, the “Triplet Loss” function allows to transform 
images in a feature space more adapted to detect the changes of interest, changes that do not 
represent the lighting and atmospheric condition differences. 
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Figure 2-5: Triplet Loss principle 

2.1.5 Illustration on the vineyard use case 

After discussion with TerraNIS members, the optical change detection pipeline was applied on a ROI 
near Bordeaux in France that had been affected by frost on 27th April 2017. Two optical Sentinel-2 
Level-2A (atmospherically corrected) data products of the T30TYQ tile with low cloud cover on the 
ROI were used for the analysis. One acquired during 19th April 2017 (before the frost) and the other 
during 29th April 2017 (after the frost).  

The TrainModel module has allowed to generate a new model for this use case. The model has been 
learned on a Sentinel-2 Level-2A image from Toulouse with low cloud cover, applying the steps 
explained in the section above: 

• Patches of 5x5xN pixels, with N the number of bands, are randomly extracted from the 
Sentinel-2 image, and they are normalized. For this vineyard use case, all the bands at 10 and 
20 meters of resolution have been selected, that is mean 10 bands, and resampled according 
to the blue band thank to Jpeg2Tiff module 

• Each patch is weakly transformed (e.g. bias, gaussian noise) to create the positive example, 
and another patch is randomly extracted from the input image to create the negative 
example  

• The model used to encode each patch and its positive and negative examples is based on a 
convolutional architecture and provide a 25-dimensional vector that corresponds to an 
encoded representation of the input in another feature space. In this scenario, the shape of 
the different layers are 5x5x10 → 3x3x256 → 2x2x256 → 1x1x256 → 1x1x25 

• The metric used to compute the difference between each encoded patch and respectively its 
encoded positive and negative examples is the Euclidian distance 

• The metric used to calculate the difference between the positive and the negative 
differences is also the Euclidian distance 

•  The model is trained on 65536 patches for 10 epochs 
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The same pre-processing as the one achieved on the training image was applied on the Sentinel-2 
data products of the T30TYQ tile thank to Jpeg2Tiff module. Then, ChangeDetect module has allowed 
to compute the change detection map, adopting the following steps: 

• All possible normalized patches of 5x5x10 pixels are extracted from both Sentinel-2 images 

• Each patch is encoded into a 25-dimensional vector thanks to the model generated 
previously 

• The Euclidian distance is used to compute the distance between each corresponding feature 
vectors that represents the amount of change   

To evaluate the performance of our approach, a member from TerraNIS created a change level 
ground truth from the original Sentinel-2 Level-2A images. To do this at parcel level, he used a 
dataset of parcels from the French Parcel Registration System 
[https://www.data.gouv.fr/en/datasets/registre-parcellaire-graphique-rpg-contours-des-parcelles-et-
ilots-culturaux-et-leur-groupe-de-cultures-majoritaire/]. The ground truth has been achieved on an 
area of 254 parcels and contains values between 1 and 3 from low to high change. Figure 2-6 shows 
the ground truth, the result generated by the “Triplet Loss” approach and the result generated by the 
same pipeline but without applying any neural network model. It is possible to see that the result 
generated by TAS FR change detection tool seems more similar to the ground truth than the 
approach where data are not projected into a learnt feature space. To quantify these similarities, the 
median values at parcel level have been extracted for both change detection maps and these values 
have been respectively correlated with the ground truth. As a result, the new feature space 
calculated by the neural network model has allowed to increase the correlation coefficient rate from 
0.56 to 0.80.    

https://www.data.gouv.fr/en/datasets/registre-parcellaire-graphique-rpg-contours-des-parcelles-et-ilots-culturaux-et-leur-groupe-de-cultures-majoritaire/
https://www.data.gouv.fr/en/datasets/registre-parcellaire-graphique-rpg-contours-des-parcelles-et-ilots-culturaux-et-leur-groupe-de-cultures-majoritaire/
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Figure 2-6: Comparison of change detection results get by a TerraNIS member (up),  
the “Triplet Loss” approach (down-left) and without neural network model (down-right). 

Change levels; violet: low, orange: middle, yellow: high 

A paper [3] on this topic has been presented to ISESS 2020 conference on February 6th at 
Wageningen, The Netherlands, and published under the IFIP Advances in Information and 
Communication Technology (AICT) series. 
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2.2  Integration on CANDELA platform 

Another benefit of CANDELA project was the possibility to test the integration of tools on cloud 
platform with the advice of WP3 members, and above all to learn to use Docker technology. 

This chapter provides details on the encapsulation of TAS FR tool (section 2.2.1), the optimization 
made in terms of storage and computing capacities and processing time (section 2.2.2), and the user 
interface created (section 2.2.3). 

2.2.1 Encapsulation of the modules 

Docker is an encapsulation technology based on containers. A container is basically an archive 
containing all the requirements needed for a particular application to run (OS, libraries, code and 
execution environment, etc.). This allows TAS FR to easily build and deploy the different modules of 
the processing pipeline independently, without having to worry about environment dependencies 
when moving work from development personal computers to the CANDELA platform. Another 
advantage of using Docker, is that each container can be seen as a lightweight process that can be 
instantiated when needed and allocated to an available resource in a computing cluster, the resource 
is immediately freed once the processing has finished. This enable to parallelize the processing of 
large datasets making it possible to address Big Data use cases which is one of the main assets of the 
CANDELA platform. 

Each Docker container holds a file, called Dockerfile, that tells Docker how to build the running 
environment for the module: which OS to use, which libraries or third-party programs to install, and 
the particular folder structure in which the actual code, input and output data are written. In order to 
use Docker technology effectively, a common container has been created (named CandelaBase). It 
contains the requirements which are common to all the processing modules, namely: 

• the operating system: Ubuntu Linux 

• Cuda and cudnn for GPU support 

• GDAL for satellite image manipulation 

• Python 3 

Thus, all the modules of the processing pipeline are encapsulated on Docker containers taking 
CandelaBase as starting point and then adding additional requirements if needed. The following 
Docker containers corresponding to the third version of TAS FR change detection tool are 
implemented and continuously deployed on the CANDELA platform: 

• CandelaBase 

• JP2Tiff 

• ExtractInfo 

• ChangeDetect 

• TrainModel 

The Docker containers corresponding to the second version of TAS FR change detection tool were 
also deployed without major modifications into a custom Virtual Machine on Mundi DIAS to be used 
as a web service via a REST API during the Copernicus Hackaton at Sophia Antipolis in March 2019. 
This additional deployment shows the flexibility gained thanks to the use of Docker containers for the 
implementation of WP2 tools. 
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2.2.2 Resource optimization 

In the second version of the tool, several adaptations were achieved to improve the processing 
workflow in terms of computing resources and storage capacity.  

At first, the module ExtractInfo consisted in generating several sub-images in geoTiff format of the 
Sentinel-2 images and it was called SplitImages. This step was created because the ChangeDetect 
module required too much processing power to run on a pair of entire Sentinel-2 image. Then, this 
function was improved to generate only a single json file that contains the limits of the subareas and 
the different time-series in chronological order. This improvement was accompanied by a new class, 
named LowMemoryImage, which simplifies the loading of geo-referenced images with GDAL and 
allows the extraction of an area of interest in an image without loading the entire image into 
memory   

In this second version, the tool was also made compatible with CreoDIAS access data library by taking 
a folder of Sentinel-2 links as input of the Jpeg2Tiff module instead of a Sentinel-2 data product. This 
latter modification and the addition of the function allowing to identify the time-series in the 
ExtractInfo module enable to automate the processing workflow.  

 

In the third version of the tool, a scheduler was added to set up the computations and improve the 
performance in term of processing time. 

TAS FR has chosen to implement Dask as scheduler because it is adapted to image processing 
workflow and is able to run on single machine or cluster. To proceed, NumPy ndarrays are first 
converted in Dask Arrays, one of the Dask collections. Then, large arrays are cut up into small arrays, 
which are processed using blocked algorithms. This step allows to break the program into many 
medium-sized tasks. And finally, Dask creates a Dask graph to execute the tasks in a way that 
respects the data dependencies and leverages parallelism where possible. 

More concretely, Dask is implemented only in the ChangeDetect module because it is the only 
module to have tasks that take a long time to process. The pair of Sentinel-2 images is open with 
rasterio library (GDAL objects are not pickable) and converts in Dask Arrays. Then, the images are 
divided in chunks with a small overlap to process pixels on the borders. Each chunk is sent to a 
different worker. The number of workers depends on the number of cores and memory available in 
order to have at least 1GB of memory for each worker. And the size of chunks depends on the size of 
images and the number of workers in such a way that each worker receive 5 chunks, with a size 
minimum on the side of 1000 pixels in order not to have a too much complex Dask graph, what will 
slow down the processing time. Finally, the function that generates the change detection map is run 
using map_blocks function to process each chunk in parallel on each worker and reconstitute the 
result. Thus, the module MergeImages existing in the second version of the tool has disappeared in 
the third version of the tool.  

In the end, the ChangeDetect module takes about 3 minutes to run on CANDELA platform with a 
couple of Sentinel-2 images as input. This number increases linearly with the number of change 
detection map to generate as ChangeDetect module requires a node with a GPU to be executed and 
only one such node exists on CANDELA platform. On the contrary, Jpeg2Tiff module takes a little 
more than 1 minute to run with a single Sentinel-2 data product as input and this time decreases 
with the number of inputs as several Jpeg2Tiff containers can run in parallel on the different nodes of 
the CANDELA platform. The ExtractInfo module takes only few second to run. These numbers come 
from a test achieved on 24 Sentinel-2 data products acquired on the Aquitaine area during one 
month.  
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2.2.3 User interface 

Running a Docker container is quite a complex task for people without background in informatics. 
This is why TAS FR created a Jupyter Notebook document in which each cell contains a simple 
function that is in charge of running a different container of the optical change detection pipeline. A 
screenshot of this Jupyter Notebook document is provided in Annex A.  

This document is divided in three parts:  

• A first part based on CreoDIAS library to access the sentinel-2 data of interest 

• A second part to run the change detection pipeline (the red path on the figure 2-4)    

• A last part which rests on TrainModel module to train new neural network models  

For each cell, a general description of the function that is contained inside is provided, as well as the 
list and role of its parameters.  

This document not only makes the execution of the change detection pipeline more user friendly, but 
it also allows end users to know exactly what are the functions (e.g. name, parameters) that compose 
the pipeline.   

2.3 Evolutions of the optical change detection building block 

CANDELA project offered the opportunity to discuss with experts in agriculture, vineyard and forestry 
domains in order to get a feedback. 

This chapter presents the tested technologies (section 2.3.1) and the modifications done to make the 
optical change detection building block more user friendly (section 2.3.2). 

2.3.1 Different technologies tested 

The quality of the change detection maps depends on two parameters: 

• The feature space on which input data are transformed 

• The distance metric used to generate the output maps 

2.3.1.1 Transformation of input data into a new feature space 

In the literature, it is possible to find many approaches to compute more representative feature 
spaces. The following methods have been tested by TAS FR during the first 8 months of the CANDELA 
project: 

• Keep the feature space of the bands 

• Use an encoder in order to transform data into a compressed representation by performing a 
dimensionality reduction, in that way only main features are extracted 

 
Figure 2-7: Encoder-based approach 
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• Use an auto-encoder, which means to use an encoder and a decoder to transform the 
encoded data back to its original shape to obtain less noisy images, and compute the error 
between reconstructed images 

 
Figure 2-8: Auto-encoder based approach 

Note that different types of auto-encoder and encoder have been tested according to 
their architecture: 

• Dense auto-encoders [4]: their architecture is composed of fully-connected layers 

 
Figure 2-9: Dense auto-encoder architecture 

• Convolutional auto-encoders [5]: their architecture contains convolutional layers 

 
Figure 2-10: Convolutional auto-encoder architecture 

• Variational auto-encoders: one layer of the encoder is turned into two parameters in 
a latent space 

 
Figure 2-11: Variational auto-encoder architecture 

• Use an encoder with a “Triplet Loss” function [6] to focus on the changes of interest (see 
section 2.1.4)  
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• Use a Generative Adversarial Network (GAN) [7]. A GAN is made of two neural networks that 
are trained concurrently, the first one, called the Generator, is trained to generate fake 
training data from random noise. The second one, called the discriminator, is trained to 
classify fake data from real data. It is then possible to use the discriminator as an encoder to 
transform images into a feature space. 
 

 
Figure 2-12: GAN approach  

To evaluate these different approaches, TAS FR has organized a workshop with TerraNIS and IRIT 
partners on January 2019. The workshop consisted in classifying 7 different approaches that all use 
the L2-norm as distance metric, except one: 

• Keep band space 

• Keep band space and use correlation as distance metric 

• Use a dense encoder 

• Use a convolutional encoder 

• Use a convolutional encoder model learnt with a “Triplet Loss” function 

• Use a dense auto-encoder 

• Use a convolutional auto-encoder 

More concretely, each partner ran a Jupyter Notebook where both input images were first displayed, 
followed by the different change detection maps generated in a random order (see Figure 2-13). At 
the end of this notebook, it was asked to sort all results from the best to the worst and provide 
comments. The answers were automatically recorded in an Excel file with the ground truth, which 
means the link between the numerous of the algorithms and the names of the approaches. This 
operation was done on several images that represented three different kinds of landscape: 

• Agriculture areas 

• Urban areas 

• Vineyard areas 
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Figure 2-13: Workshop exercise 

What transpired at this workshop is that encoder approaches (convolutional encoder with triplet 
loss, dense encoder and convolutional encoder) provide better results than the other methods, 
above all for images with low frequency changes. Moreover, it appeared that the L2-norm metric is 
clearly better adapted than the correlation metric (see Figure 2-14). 

 

Figure 2-14: Evaluation results for the workshop  
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2.3.1.2 The distance metric 

Lots of distance metric exist to calculate the similarity between two pixels. TAS FR has tested the 
following ones: 

• L1-norm 

• SSIM: Structural Similarity Index [8] 

• L2-norm 

• Cosine similarity 

• Correlation 

• Dice 

• Etc… 

Most of these distance metrics yield similar results; so, it was decided to use the L2-norm in our final 
implementation since it is easy to interpret, and it provides good change detection results. 

2.3.2 Adaptation achieved following the user experience 

Since the first version, TAS FR has taken into account WP1 partner remarks and carried out many 
modifications on its building block in order to improve the functionality of the tool. Here is the list of 
the modifications achieved: 

• Classification of input images according to their geo-localization in order to avoid running a 
change detection map between two images that do not represent the same area, and 
automate the data processing 

• Sorting of input images according to their acquisition date in order to generate change 
detection maps between time-consecutive images, and automate the data processing 

• Standardization of the change detection maps, by limiting the value of pixels between 0 and 
1 in order to compare the different change detection maps 

• Choice of Sentinel-2 bands to consider in order to focus on different types of change to 
detect   

• Integration of a cloud mask not to consider these pixels in the change detection result 

• Adding metadata about the ID of the input Sentinel-2 images and their acquisition dates into 
the change detection maps 

• Automating naming of the results generated during the workflow according to a convention 

• Adding one file by Docker container with adapted logs  

• Taking into account not only absolute path, but also relative path in the Jupyter Notebook 
(this remark was given during the hackathon event in Frascati)    
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3 Change detection on SAR image time series 

3.1 SAR change detection tool description 

In the scope of building a demonstrator to show the capabilities of satellite remote-sensing to 
potential customers, TAS IT is taking advantage of CANDELA to explore the machine learning field 
applied to Earth Observation data and develop its own automatic change detection (CD) tool, 
operating on SAR data specifically. 

This chapter introduces the SAR Change Detection v3.0 building block (section 3.1.1), the Sentinel-1 
data products on which it operates (section 3.1.2), its processing chain (section 3.1.3) and technical 
details about its development (section 3.1.4). Finally, section 3.1.5 will provide a practical example on 
CANDELA use cases and comparison with commercial solutions adopting traditional processing 
methods. 

3.1.1 General presentation 

The SAR change detection tool produces change detection maps for each polarization acquisition in 
each pair of time-series IW-GRDH Sentinel-1 images acquired with the same orbital path (i.e. all 
ascending or all descending) and with overlapping footprints. The tool is made of two distinct blocks: 
a pre-processing module and the proper change detection module, which includes two algorithms; a 
default approach based on Fuzzy C-Means clustering, named as FCM, operating at pixel-level in the 
spatial domain and an alternative approach based on Neural Networks operating at patch-level in the 
spectral domain, hereafter referred to as SPECT. 

The pre-processing module searches for all the standard Sentinel-1 products in the input folder, in 
the Sentinel-SAFE format (both extracted or zipped) and process them in order to extract the 
boundary of the overlapping area of their footprints, which is stored in WKT format; alternatively, 
the user can input longitude and latitude coordinates of a rectangular polygon defining the ROI. 
Products are then cropped around the inputted or extracted geometry and on each radiometric and 
geometric corrections are applied. For the latter, the proper SRTM 3-sec Digital Elevation Model is 
automatically downloaded, in order to correct foreshortening and layover effects in the SAR slant-
range given by the acquisition geometry with respect to the topography of the observed area. The 
user can choose to apply a Lee speckle filter and the corresponding GeoTiff image generated from 
each polarization.  

The output of the pre-processing module serves as input for the change detection block, which reads 
all images in a given folder, divides them based on their polarization and sorts them by sensing date, 
in order to identify the oldest acquisition, to compare with each subsequent acquisition. In the FCM 
algorithm, a similarity matrix between the two images is computed, flattened and fed to the pre-
trained fuzzy clustering algorithm, which assigns the degree of membership of each pixel to the 
“changed” and “unchanged” clusters. The first is then written to the final CD map. 

In case the alternative SPECT approach is selected, images in each pair are divided into 10x10 pixel 
tiles, the respective spectral parameters computed and fed to a MLP network for change detection. 
The result is a georeferenced single-layer raster, in which tiles in which a change was detected by the 
neural network are highlighted. 
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3.1.2 Sentinel-1 data 

Sentinel-1 is an Earth Observation mission, part of the EU Copernicus Programme, composed of two 
satellites (Sentinel-1A and 1B) carrying a SAR instrument, providing all-weather, day-and-night 
imagery at C-band, with a 6-days revisit time at the equator. The main operational mode, IW, 
provides SLC and GRD images at 20 meters of spatial resolution over a 250 km swath. CANDELA’s use 
case areas are covered by 20 m IW-GRD images available in dual polarization (VV + VH). 

 
Figure 3-1: Sentinel-1 constellation observation scenario1 

Images acquired in the modes reported in Figure 3-1 are freely accessible on the Copernicus Open 
Access Hub and can be downloaded in the Sentinel-SAFE format, as Level-1 SLC or GRD products 
generated from the raw SAR data. Additionally, Level-2 Ocean (OCN) products are available, 
providing Ocean Wind Field, Ocean Swell Spectra and Surface Radial Velocity data. 

 
Figure 3-2: Pre-processing chain to produce L1 Sentinel-1 SLC/GRD products2  

 

 

1 source: https://sentinel.esa.int/web/sentinel/missions/sentinel-1/observation-scenario 
1 source: https://sentinel.esa.int/web/sentinel/user-guides/sentinel-1-sar/product-types-processing-levels/level-1   
 

https://sentinel.esa.int/web/sentinel/missions/sentinel-1/observation-scenario
https://sentinel.esa.int/web/sentinel/user-guides/sentinel-1-sar/product-types-processing-levels/level-1
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3.1.3 Pipeline 

The SAR change detection building block is made of two modules, chained together as pictured in 
Figure 3-3. 

 
Figure 3-3: SAR change detection pipeline 

3.1.3.1 Pre-processing: 

• Description: 

This module reads all Sentinel-1 IW-GRDH products in the input folder and prepares them for 
change detection analysis. The tool is based on the Sentinel-1 toolbox deployed by ESA for its 
Sentinel Application Platform (SNAP) and accessible in Python via the Snappy API and via 
command line thanks to its Graph Processing Tool (GPT) operators. If no geometry is 
inputted by the user, the module automatically extracts the bounding box of the overlapping 
area between image footprints. For each product and for each polarization within it 
radiometric calibration is performed before cropping the image in the inputted or extracted 
polygon. Terrain-correction and the optional despeckle filter are applied to the resulting 
subset. The result is then written in a GeoTiff raster. 

• Inputs: 

o Required positional inputs: 

o [input_path]: path of the folder containing the Sentinel-1 data products of interest 
(string). 

o [output_path]: path of the folder that will contain the resulting GeoTiff images (string). 

o Optional inputs: 

o --despeckle: enable Lee speckle filter. 

o --log [path]: flag for activating user defined log destination, followed by the path of the 
folder that will contain the log file generated by the software. Default is the run path 
(string). 
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o –gpt [path]: to be used in case the SNAP application is installed in a different directory 
than the default one for the Ubuntu OS; the specified path shall point to the folder 
containing the “gpt” file, usually found in usr/snap/snap/bin. 

o --geom: flag for activating user defined ROI, followed by (in any order): 

▪ -n / --north [latitude]: northern latitude in decimal-degrees (string); 

▪ -s / --south [latitude]: southern latitude in decimal-degrees (string); 

▪ -e / --east [longitude]: eastern latitude in decimal-degrees (string); 

▪ -w / --west [longitude]: western latitude in decimal-degrees (string). 

• Output: 

o Processed images in GeoTiff format representing the ROI of each polarization 
combination for each input S1 product. 

o Log file. 

3.1.3.2 Change Detection: 

• Description: 

This module reads all pre-processed images in the input folder, sorts them by date and 

polarization (pp) and executes change detection on 𝑡0
𝑝𝑝

-𝑡𝑠
𝑝𝑝

 pairs, each treated separately.  

The default FCM approach exploits windowed reading and writing of the input GeoTiffs, in 
order to process each window in multiple threads and writing the result concurrently on the 
output file. A similarity matrix between the two images is first computed, the result flattened 
and fed to the clustering algorithm. Then, only the degrees of membership to the “changed” 
cluster are selected and reshaped into the final CD wndow array, to be written in the final 
GeoTiff file. Metadata are added as the final step. 

The SPECT approach works by dividing the original SAR images in 10x10 pixel tiles. The 
analysis is performed in the frequency domain by computation of the Pearson correlation 
coefficient on the spectral phase and the absolute difference between spectral parameters 
of each image. These are then fed to a MLP network, which assigns the probability that a 
change occurred in each tile. The result is written in a single-layer GeoTiff raster containing 
changed tiles only. Raster’s metadata include the percentage of changed and not changed 
tiles. 

• Inputs 

Required positional inputs: 

o [input_path]: path of the folder containing pre-processed Sentinel-1 GeoTiff images 
(string). 

o [output_path]: path of the folder that will contain the GeoTiff images, results of the 

change detection on each 𝑡0
𝑝𝑝

-𝑡𝑠
𝑝𝑝

 input pair (string). 

Optional inputs: 

o --log [path]: flag for activating user defined log destination, followed by the path of the 
folder that will contain the log file generated by the software. Default is the run path 
(string). 

o -p / --pol [pp]: flag for selecting the polarization configuration on which the change 
detection will be performed: dv (dual-pol), vv or vh. Default is dv (string). 

o --spect: select the SPECT algorithm instead of the default FCM.  

• Output: 
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o Change detection images in GeoTiff format. 

o Log file. 

3.1.4 Technical approach 

3.1.4.1 Pre-processing 

In order to be analyzed by the change detection tool, SAR images have to be corrected by the pre-
processing tool, based on ESA’s Sentinel Application Platform (SNAP), accessed via the Python API 
Snappy and command line operators (GPT) [9]. The Snappy API is used for quick extraction of the 
common area between input images, in the case no area of interest is given by the user and the 
products do not share the same relative orbit. After polygon extraction, the following operations are 
performed, by launching the GPT operators configured by a set of parameters written in dedicated 
xml files: 

• Precise Orbit: auto-download and application of precise orbit information to improve 
geocoding and radiometric processing. 

• Subset: crops images around the polygon defined by the user or retrieved by the tool based 
on the common area. 

• Radiometric Correction: converts the pixel data to actual backscattering values. 

• Speckle Filter (optional): applies a 3x3 Lee filter to reduce speckle (statistical fluctuation of 
the backscatter signal given by coherent sum of the signals returned by illuminated 
scatterers). 

• Terrain Correction: auto-download and application of the proper SRTM 3-sec Digital Elevation 
Model to mitigate layover and foreshortening effects and geocode the image in EPSG 4326 
coordinate reference system (WGS84). 

• GeoTIFF export: writes results to a GeoTIFF file. 

 

 
Figure 3-4: schematic view of the pre-processing workflow 

3.1.4.2 Fuzzy C-Means clustering approach (FCM) 

The FCM approach is based on Fuzzy C-Means clustering for classification of similarity coefficients 

computed between pixels in 𝑡0
𝑝𝑝

-𝑡𝑠
𝑝𝑝

 (s = 1, ..., N) image pairs. Fuzzy C-Means clustering is an 
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unsupervised machine learning technique that aims at partitioning observation in a given dataset 
into a number of C clusters, defined a priori, by minimizing within-cluster variance, so that samples 
assigned to the same cluster are as similar as possible. With respect to traditional K-means clustering, 
in which samples must exclusively belong to one cluster center and the membership coefficient of 
each observation to a given cluster is either 0 or 1, in FCM the membership function is continue in 
the [0, 1] interval. Therefore, a total of C membership coefficients (one for each of the C clusters) will 
be assigned to a given data sample, so that the cluster exhibiting the highest coefficient will have the 
closest centroid to that sample.  

After random initialization of cluster centers, the clustering algorithm iteratively updates the fuzzy 
membership of each data sample to each cluster in order to minimize an objective function, 
dependent on the Euclidean distance between the ith data sample 𝑥𝑖 and the jth cluster center 𝑐𝑗: 

𝐽𝑚 = ∑ ∑ 𝑢𝑖𝑗
𝑚‖𝑥𝑖 − 𝑐𝑗‖

2
𝐶

𝑗=1

𝑁

𝑖=1

 

Where 𝑁 is the number of observations, 𝐶 the number of clusters, 𝑢𝑖𝑗 the membership coefficient of 

the ith data sample with respect to the jth cluster center, 𝑚 a real number greater than 1 representing 
the “fuzziness” of the membership of samples to clusters. 

The SAR CD tool starts by checking the dimension of input GeoTiff pairs and corrects them if they do 
not match perfectly. In fact, in some cases the distributed Sentinel-1 products differ by few pixels, or 
a slight mismatch can be introduced by the subset and geocoding operations due to uncertainties in 
the products geo-location. Then, a similarity image 𝑆 is computed from matched images, with 

elements given by: 

𝑠𝑖𝑗 =
|𝑖𝑖𝑗

𝑡0 − 𝑖𝑖𝑗
𝑡𝑠|

|𝑖𝑖𝑗
𝑡0 + 𝑖𝑖𝑗

𝑡𝑠|
 

Where 𝑖𝑖𝑗
𝑡0 and 𝑖𝑖𝑗

𝑡𝑠 are the intensities of pixels (𝑖, 𝑗) in the image acquired at time 𝑡0 and 𝑡𝑠 

respectively. Note that because radiometric calibration is performed on input images in the pre-
processing step, intensities of their pixels actually represents the backscatter coefficient 𝜎0 (or sigma 
naught), which, other than on acquisition geometry and instrument specifications (which should be 
constant in CD applications) depends on the physical and dielectric characteristics of the observed 
surface. 

 

 
Figure 3-5: schematic view of the FCM-based change detection workflow 

The resulting similarity image is then flattened for prediction by the clustering algorithm, for which 
C=2, representing the two “changed” and “unchanged” clusters, whose centers have been obtained 
by training the FCM algorithm on 2000 x 2000 pixels subset of 10 different Sentinel-1 image pairs 
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covering agriculture, forestry and urban areas. After clustering, the array of the membership 
coefficients for the “changed” cluster are reshaped into a matrix and written into the change 
detection map, so that pixel values, in decimal notation, represent the degree of change. 

3.1.4.3 Neural Network based Spectral approach (SPECT) 

The alternative CD algorithm is based on a MLP neural network operating in the spectral domain. 

Input image pairs 𝑡0
𝑝𝑝

-𝑡𝑖
𝑝𝑝

 (i = 1, ..., N) are subdivided into 10x10 pixel tiles, which are then 

transformed in the frequency domain through a two-dimensional Discrete Fourier Transform; for 
each pair of tile covering the same area across the two images, spectral parameters are computed in 
order to generate the network input array. The training process mainly consisted of two phases: 
dataset generation, by augmentation of pre-processed SAR tiles, and model choice, by evaluation on 
a test dataset of each network built from all the possible combinations of given hyper-parameters 
(bucket of models). 

 
Figure 3-6: Schematic view of the change detection approach for neural network training  

and execution on a pair of pre-processed SAR images 

Neural network input parameters 

The neural network reads as input the following 15 spectral parameters, computed from the two-
dimensional Discrete Fourier Transform of each tile pair and scaled in the [0, 1] interval: 

• Amplitude mean absolute difference. 

• Amplitude phase absolute difference. 

• Amplitude standard deviation absolute difference. 

• Amplitude variance absolute difference. 

• Amplitude dispersion absolute difference 

• Skewness of the amplitude in the x direction absolute difference. 
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• Skewness of the amplitude in the y direction absolute difference. 

• Phase standard deviation absolute difference. 

• Phase mean absolute difference. 

• Contrast absolute difference. 

• Dissimilarity absolute difference. 

• Homogeneity (or inverse difference moment) absolute difference. 

• Correlation absolute difference. 

• Pearson correlation coefficient for spectral phase similarity [12]. 

 

Generation of the training dataset 

The training dataset was made of 3000 pairs of tiles for each of the two polarizations of interest (VV 
and VH), for a total of 6000 pairs: each consisted in a 𝑡0 tile randomly cut from a subset of pre-
processed Sentinel-1 image representing a use case scenario and a synthetic 𝑡𝑖 tile, generated using 
data augmentation [13] techniques to emulate negligible changes in the tile accountable to 
instrument and/or processing noise, or actual changes in the scene, in order to obtain a not changed, 
or changed tile respectively. Not-changed augmentation consisted in random low-amplitude additive 
noise to clutter or major scatters in the scene, without changing their spatial distribution within the 
tile; on the other hand, augmentation for changed pairs consisted in the introduction or removal of 
scattering elements in the scene, by incrementing or decrementing pixel amplitude in the spatial 
domain, respectively. Knowledge of the data augmentation technique applied to each original SAR 
tile, allowed to automatically generate a reference .csv file containing target data for the Neural 
Network. Of the 3000 observations for each polarization, 2550 were used for actually training 
networks (70%) and 450 were used as an independent test set (15%) 

 

Model choice & optimization 

The algorithm for searching the optimal change detection neural network model implemented an 
iterative process in which multiple MLP networks were trained and evaluated on the independent 
test set. This bucket of models, as is this technique is generally called in machine learning, consisted 
of 28350 MLP networks, combination of the following set of hyper-parameters: 

• Number of hidden layers: 2 to 4. 

• Number of neurons per hidden layer: 2 to 22. 

• Activation function for each layer: ReLU, Sigmoid, SeLU. 

• Optimizer algorithm: Adaptive Moment Estimation (Adam), Root Mean Square Propagation 
(RMSProp), Stochastic Gradient Descent (SGD). 

• Learning rate: 10-1, 10-2, 10-3. 

• Batch size: 1, 32, 64, 128, 256. 

• Number of epochs: 25, 50, 75, 100, 150, 200, 250, 500, 750, 1000. 

• Loss function: Categorical cross-entropy. 

The best performing model, in terms of accuracy, was automatically chosen and saved in .h5 (short 
for Hierarchical Data Format 5, HDF5) format by the algorithm, including its topography, weights, 
hyper-parameters and min/max values for input normalization (in the form of a scaler python 
object). Validation of the training for the SPECT approach is reported in Annex C. 
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3.1.5 Illustration on use case area 

Both approaches have been applied to compute change detection on a pair of Sentinel-1 images 
acquired in 2017-08-05 and 2017-08-17 with the same ascending orbital track over the Torun area in 
Poland before and after a storm. The following images have been used: 

• S1B_IW_GRDH_1SDV_20170817T045932_20170817T045957_006975_00C48A_77D0.SAFE 

• S1B_IW_GRDH_1SDV_20170805T045932_20170805T045957_006800_00BF6E_66F0.SAFE 

Images were pre-processed with the --geom flag active and a rectangular polygon in WKT format has 
been given, in order to focus the analysis on a specific area represented by a 7013x3433 pixels subset 
and reduce computing time. The resulting subsets have then been fed to both the FCM and SPECT 
modules for processing on the VV polarization. A qualitative comparison of both approaches is 
possible by visualizing the results side by side and estimating the extent and location of changed 
areas detected in each change detection map. The two developed methods have also been 
compared to the change detection performed in ENVI SARscape, a modular set of functions to read, 
process and output SAR data from any mission within the ENVI geospatial analysis software [14]. 
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Figure 3-7: False color change detection results obtained with SPECT (top), FCM (middle) and SARscape (bottom). For 

SPECT and FCM, changes are highlighted in red over the cyan SAR background;  
in SARscape, changes appear in purple, over the green SAR background 

  



 
 

 

 

Document name: D2.4 Deep Learning v2 Page: 36 of 51 

Reference: D2.4 Dissemination:  PU Version: 2.0 Status: Final 

 

Figure 3-8:  shows full views of the change detection rasters obtained by, from the top, SPECT, FCM 
and SARscape, respectively. Note that the SARscape employs a different Digital Elevation Model 
(DEM) than the one used in the S1 pre-processing module in CANDELA, therefore the resulting image 
appears smoothed and with a slightly different projection. For an easier interpretation, false-color 
results have been generated: for SPECT and FCM, unchanged and changed areas are colored in cyan 
and red, respectively, over the base 𝑡𝑠 SAR image; for SARscape, changed areas are colored in shades 
of purple, whereas unchanged areas appear green. From visual inspection, the pattern distribution of 
changed areas is consistent across all three change detection maps, despite the coarser results in 
SPECT, due to the patch-based analysis. Given the validation scenario, changes detected over the 
river are most probably caused by heavy wind, increasing roughness of the water surface, thus 
enhancing the backscattering signal towards the SAR antenna in the 29.1°-46.0° incidence angle 
range characterizing Sentinel-1 IW acquisitions. 

The actual CD maps results for SPECT and FCM have been generated as well, for an easier 
comparison of the changed areas distribution (Figure 3-8). These maps show unchanged and changed 
areas in white and black, respectively. The only noticeable difference is in river pixels, over which CD 
V2.0 appears to overestimate the number changed areas. 

 
Figure 3-8: Binary CD map generated by the SPECT (top) and float-value CD map generated by the FCM (bottom) 

algorithms. Changed areas are highlighted in white 
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Results generated by the FCM algorithm and ENVI SARscape have been compared by evaluating the 
Structural Similarity Index (SSIM) [8] between the two images as: 

𝑆𝑆𝐼𝑀(𝑥, 𝑦) =
(2𝜇𝑥𝜇𝑦 + 𝑐1)(2𝜎𝑥𝑦 + 𝑐2)

(𝜇𝑥
2 + 𝜇𝑦

2 + 𝑐1)(𝜎𝑥
2 + 𝜎𝑦

2 + 𝑐2)
 , 

where 𝜇𝑥, 𝜇𝑦 are the mean intensities of the two images 𝑥 and 𝑦, 𝜎𝑥, 𝜎𝑦 are the standard deviations 

of 𝑥 and 𝑦 and 𝑐1, 𝑐2 are constant values introduced to avoid instability in the case that 𝜇𝑥
2 + 𝜇𝑦

2  and 

𝜎𝑥
2 + 𝜎𝑦

2 are close to zero. The SSIM index was computed locally in 7x7 windows, in order to account 

for structural changes in the image. The SSIM index can vary between -1 and 1, with values close to 1 
indicating high similarity between the compared images. 

Because of the different format and projection used, the SARscape image had to be reprojected to 
the WGS84 coordinate reference system and converted into a single layer raster in order to be 
compared with the FCM change detection map. In fact, SARscape change detection results are 
written in a false colour RGB GeoTIFF, in which the red, green and blue bands represent the 
coefficient of variation (CoV), minimum intensity value and gradient (maximum absolute variation) 
between the two images, respectively. Therefore, a new band 𝐶𝐷𝑒𝑛𝑣𝑖

′  has been generated as: 

𝐶𝐷𝑒𝑛𝑣𝑖
′ = max(𝑅𝑒𝑛𝑣𝑖 , 𝐵𝑒𝑛𝑣𝑖), 

where 𝑅𝑒𝑛𝑣𝑖 and 𝐵𝑒𝑛𝑣𝑖 are the red (CoV) and blue (gradient) of ENVI SARscape results. Pixel values in 
𝐶𝐷𝑒𝑛𝑣𝑖

′  have then been normalized in the [0, 1] interval and the SSIM index computed, resulting in a 
0.8671 value. The workflow employed for the validation is shown in Figure 3-9. 

 

 

Figure 3-9: Validation workflow for the FCM results against those obtained by ENVI SARscape 
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3.2 Integration on CANDELA platform 

This chapter illustrates the encapsulation of the SAR change detection module in a Docker 
environment (section 3.2.1) and how it interacts with the CANDELA platform (section 3.2.2). 
Installation and user manuals for both the pre-processing and the change detection modules will 
follow (3.2.3). 

3.2.1 Encapsulation of the modules 

Docker is a platform for shipping and running applications in environments called containers, 
separated from the infrastructure. Containers may be run simultaneously on a given host, by running 
directly within the host machine’s kernel. This make containers lightweight and independent from 
hypervisors.  

Docker containers are based on images built from a text file called Dockerfile, defining the OS and all 
the required dependencies, libraries and third-party programs needed to run the delivered software. 
Version 3.0 of the SAR Change Detection building block is made of two distinct containers for 
integration into CANDELA platform, keeping the same subdivision adopted for Version 2.0: 

• Pre-processing container (Linux based); 

• Change Detection container (Linux based) 

3.2.2 Resource optimization 

Version 3.0 of the SAR CD tool is able to exploit multi-threading processing in both the pre-processing 
and the change detection modules. In the pre-processing module, this is done natively by SNAP’s GPT 
operators. 

For both FCM and SPECT approaches implemented in the change detection module, the two images 
being compared are processed in windowed reading and writing, allowing to process multiple 
windows in parallel with little RAM usage. The pre-trained centroids for the FCM algorithm ensure 
coherence of the membership coefficients of pixels to the “changed” and “unchanged” classes across 
all windows (see section 3.3.1). Writing of the final result is achieved in a concurrent way. 

The tool is able to process a pair of full size Sentinel-1 images (including the pre-processing step) in 
under one hour on a 16vCPU, 32GB RAM virtual machine using the FCM approach. The full workflow 
on the subset validated in section 3.1.5 ran in less than 10 minutes. 

3.2.3 User manual 

A user manual in the form of a Jupyter Notebook has been created to give a brief description of the 
functioning of the SAR change detection and it is shown in Annex B. This format allows users to 
visualize the steps needed to run the building block and to easily modify their inputs. 

The document is divided into two sections, in which each step corresponds to a cell of the Jupyter 
Notebook that can be run individually. The first section shows (1) how Sentinel-1 products can be 
searched by inputting the desired ROI and sensing period; links to the selected products are then 
created into the input folder, and (2) how to clear the given input folder. The pre-processing and 
change detection containers can then be run in the corresponding cells of the second section. By 
default, the CD module runs the FCM algorithm, but the alternative SPECT approach can be selected 
by the setting the “spect” argument of the launch function to True. Similarly, the user can set the 
“pol” argument to select the polarization to process (depending on the input product): 
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• ‘dv’: VV and VH (DV products, default) 

• ‘vv’: VV (DV products) 

• ‘dh’: HH and HV (DH products) 

• ‘hh’: HH (DH products) 

3.3 Evolutions of the SAR change detection building block 

This chapter illustrates the evolution of the SAR change detection block, which was originally 
intended to be developed in the Java programming language but was then moved to Python for ease 
of use, more flexibility and greater capability in the implementation of machine learning models. 
Moreover, the Snappy API allowed automatic extraction of the overlapping areas between images in 
the pre-processing module; despeckle, radiometric calibration and terrain-correction have been 
implemented using the SNAP GPT tools. 

The approaches tested to build and label the dataset used for supervised training of the MLP neural 
network of the SPECT approach and the training of the clustering centroids of the FCM approach are 
described (section 3.3.1), followed by a brief history of previous versions (section 3.3.2) and the 
adaptation made to the current version following validation reports (section 3.3.3). 

3.3.1 Tested approaches for dataset building 

The first version (pre-release V0.1) of the SAR change detection building block was built on a limited 
dataset composed entirely of real world data and built by manually cropping tile pairs covering the 
same area from Sentinel-1 images acquired at different times and labeling them as “01” (changed) or 
“10” (not changed), where the first digit corresponded to the probability given by the “not changed” 
neuron of the output layer of the neural network and the second digit corresponded to the 
probability given by the “changed” neuron, respectively. 

However, this approach was too sensible to uncertainty during the labeling process, given that the 
decision to assign a change (or absence of) to each pair of tiles was sensible to the judgment of the 
operator, who could have neglected some of the changes in the intensity distribution of pixels 
between the two tiles, purely based on his, or her, interpretation of the context of the images. 

The second approach (V0.2) shifted towards data augmentation techniques, by developing a simple 
script that would ingest original SAR tiles, manually cropped from a Sentinel-1 image, and apply 
additive Gaussian noise to them, at constant amplitude increments. The resulting pairs, made of one 
original tile and one noised tile, were then manually labeled in the same manner adopted in the V0.1 
approach. This technique allowed to quickly build a larger dataset, but the labeling process was still a 
time-consuming activity, also still dependent on subject interpretation; moreover, the noise adding 
algorithm worked well in emulating small changes normally occurring between different acquisitions 
and accountable to radiometric noise and distortions, but it did not always emulate actual changes in 
the scene successfully. As a result, a lot of the generated tile pairs were removed from the dataset 
because they did not represent real world cases. 

Version 2.0 followed this direction and a new data augmentation algorithm to generate synthetic 
time-series tiles was developed. Six augmented outputs are obtained by exploiting the intensity 
levels of each original SAR tile: 3 “not changed” tiles and 3 “changed” tiles, respectively. For absence 
of change, pixel intensity distributions in the input tiles are preserved, in order to maintain the 
position of scattering elements and their backscattering level distribution. Two out of three not-
changed pairs are generated by adding Gaussian noise to bright pixels (emulation of natural 
fluctuations in the returning signal by major scattering elements) and to clutter alone (emulation of 
fluctuations in the background noise), while the third is synthesized by adding noise to random 
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pixels, the amplitude of which is dependent on the intensity of the pixel itself and on a fraction of the 
mean value of the intensity of the whole tile. In the remaining three tiles, changes are introduced by 
introducing, shifting or removing random scattering elements in the scene. This kind of algorithms 
assures complete control over the augmentation process, allowing to automatically label each new 
tile as “changed” or “not changed” and create a reference .csv target file for supervised training of 
Neural Networks. 

The process of training and choosing the best model has also been automated in version 2.0, 
whereas in the previous Java versions it was necessary to prepare a text file containing different run 
configurations, which included various hyper-parameters, to be read by a “launcher” class in order to 
launch the actual program and train the corresponding neural network topologies (emulating 
command line calls). Evaluation results were written in a text file, and the model yielding the better 
accuracy chosen, rebuilt, trained and saved in a .zip archive. 

Version 3.0 introduced the Fuzzy C-Means approach in order to give pixel-level results in decimal 
values representing the degree of change. The model has been trained on 10 pairs of 2000 x 2000 
preprocessed Sentinel-1 subsets in order to compute clustering centroids to use for the prediction 
phase. For each pair, the similarity matrix has been computed and flattened. All the 10 flattened 
matrices have then been concatenated and fed to the FCM clustering algorithm, with C=2 and 
random initialization of the centroids. The maximum number of iterations was set to 300 and the 
stopping error at 0.005. Other than speeding up the prediction time on new image pairs, the usage of 
pre-trained centroids ensures uniform results across all the image blocks forming the total raster. In 
fact, in the case of dedicated training and predictions for each pair of 𝑡0 and 𝑡𝑠 blocks (i.e. computing 
centroid values during the actual prediction and for each pair of blocks), the results would lack 
coherence, so that the same degree of change in different windows would not been represented by 
the same membership value. 

3.3.2 Versions history 

• V0.1 (Java): 

o Supported products: Sentinel-1 SM-GRDH; 

o Image footprints must share the top-left corner in order to cut the common area; 

o Trained on a limited dataset. 

• V0.2 (Java): 

o Added percentages of changed/not-changed tiles; 

o Trained on a larger dataset than V0.1, but still limited at less than 200 observations. 

• V2.0 (Python): 

o Supported products: Sentinel-1 IW-GRDH and SM-GRDH; 

o Added pre-processing (radiometric calibration, terrain-correction and subset); 

o Removed footprint limitations: images can overlap in any way as long as they have all 
been acquired with ascending or descending orbits; 

o Trained on a large dataset (3000 samples per polarization, 6000 total); 

o Reduced number of run parameters. 

• V3.0 (Python): 

o Improved pre-processing (running on SNAP GPT operators); 

o Added optional speckle filtering to pre-preocessing; 

o Full-size Sentinel-1 image support; 
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o Added Fuzzy C-Means clustering algorithm for pixel-level change detection; 

o Results in float values between 0 and 1. 

3.3.3 Adaptation achieved following the user experience 

With respect to the first two versions, some quality-of-life modifications have been done in the 
current implementation of the tool, following suggestions and remarks brought up in the validation 
report: 

• Footprint limitations: as summarized in section 3.3.2, the first two versions of the tool only 
worked on images sharing the same top-left corner. This issue was solved in the pre-
processing module, in which the intersection of the images is automatically extracted and 
each product refactored. The only persistent limitation is about the orbit in which images 
have been acquired: different orbits (ascending/descending) mean that the scene is observed 
from opposite point of views, because of the side-looking geometry of SAR systems, which 
also introduces layover, foreshortening and shadowing distortions. Although the first two 
effects can be corrected by range-doppler terrain correction, the latter cannot, meaning that 
tall elements (such as mountains) will block the illumination by the radar of areas behind 
them, appearing as dark pixels in the image. Of course, the same scene observed from a 
different point of view will introduce shadowing effects at different locations in the image, 
resulting in a different pixel intensity distribution that would appear as a change in the scene, 
even if no actual change occurred. 

• Number of run parameters: both Java version required the input of a large number of run 
parameters, other than input and output directories, which were all mandatory. Version 2.0 
reduced the number of required positional arguments to 2 (input and output folders), plus 
some optional parameters, such as the destination of the log file and the type of polarization 
to process. Requiring the user to input the path of the folder containing models and object 
loaded by the program was deemed unnecessary, considering that the tool will run in a 
Docker environment, so they have been hard-coded within the program itself. 

• Logging: during the validation report, the amount of logging info generated by the tool was 
considered excessive; version 2.0 generates a single log file, containing only general 
information about the program’s execution (e.g. when running a new step in the processing), 
other than error messages in case of exceptions. 

• Ability to run the CD tool on multiple S1 images: V3.0 of the tool accepts more than 2 images 
and automatically sorts them by sensing date to identify the oldest acquisition (𝑡0) to be 
compared with each of the following ones (𝑡𝑠). 

• Naming of the pre-processed images: V3.0 follows the Sentinel-1 naming convention for the 
output of the pre-processing module. In the case of dual-polarization products, DV or DH, the 
respective lettering is replaced by VV or VH and HH or HV respectively. 

• Results format: V3.0 of the tool generates CD maps in float values instead of binary. Each 
value represents the degree of membership to the “changes” class. 

• Band selection: in the case of dual-polarization products, V3.0 allows the user to select the 
band on which the CD analysis will be performed. By default, the tool compares both 
polarizations. 

• Metadata: CD maps generated by V3.0 of the tool contain the following metadata: dates of 
acquisition of image 𝑡0 and 𝑡𝑠, ID of the original products 𝑡0 and 𝑡𝑠 in SAFE format (as 
generated by ESA). 
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4 Interoperability with the other building blocks 

One of the WP2 objectives is to create multiple generic building blocks (section 4.1) that can be 
combined (section 4.2). 

4.1 Complementarity between the building blocks 

CANDELA project proposed different building blocks, which are mutually complementary: 

• TAS Change Detection tools allow to process a big amount of data. However, the result 
provided informs only on the presence of changes, not on the nature of the changes. The 
main difference between both Change Detection tools is that TAS FR building block allows to 
process Sentinel-2 data, whereas TAS IT building block allows to process Sentinel-1 data.  

• DLR Data Mining tool allows to classify optical and SAR Earth Observation satellite data in a 
supervised way, with human intervention. The result informs on the nature of the landscape. 
Thus, this tool can be used also to refine results of interest of TAS tools. 

• IRIT Indexing tool allows to register information from TAS and DLR results and other external 
sources of information in a semantic database. And IRIT Semantic Search tool allows users to 
query and to extract information of interest from the semantic database generated. Thus, 
IRIT tools have a key role in the project by aligning the information extracted from the 
different building blocks and other external sources all together. 

4.2 Compatibility between the building blocks 

In this project, the interoperability between WP2 building blocks is achieved thanks to IRIT tools. 
Indeed, IRIT is in charge of the alignment of WP2 results, so these results should meet the criteria set 
out by IRIT triplification tool which are: 

• The result must be a geoTiff raster with a single band 

• The Coordinate Reference System and the affine georeferencing transform must be updated 

• The following metadata must be included: 
o Product_id1: The ID of the first Sentinel-2 data product used to generate the result  
o Product_id2: The ID of the second Sentinel-2 data product used to generate the 

result (if only one Sentinel-2 data product has been used, let the field void) 
o Start_date: The acquisition date of the first Sentinel-2 data product used as 

YYYYMMDD 
o End_date: The acquisition date of the second Sentinel-2 data product used as 

YYYYMMDD (if only one Sentinel-2 data product has been used, let the field void) 
o Category:  

▪ “Change_Opt” for TAS FR result 
▪ “Change_SAR” for TAS IT result 
▪ “LC_DM” for DLR result 

These requirements were implemented after release of the second version of TAS FR tool and in the 
third version of TAS IT tool and were verified by IRIT team. 
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5 Conclusions 

For both change detection tools, optical and SAR, a third version really different from the first one 
was deployed on CANDELA platform thanks to Docker containers. These third versions are 
compatible with CreoDIAS access data library and IRIT triplification tool, give a suitable execution 
time and have a Jupyter Notebook user interface in order to help users to run them.  

Both tools have also endorsed the same strategy that consists in providing generic change detection 
maps for each pair of Sentinel data, however the approaches and the technical solutions developed 
are different. 

Concerning the optical tool, TAS FR has chosen an unsupervised approach that consists in using 
encoders solution after having compared multiple technical solutions, and has redesigned its 
processing workflow to improve the storage and computation capacities. 

Concerning the SAR tool, TAS IT has chosen a supervised approach and has developed two different 
tools, one based on MLP technical solution and the other based on Fuzzy C-Means algorithm. 

As all versions of both tools had been tested by WP1 members, several functionalities were added to 
the second and third versions of these tools to meet the needs of project use cases. Finally, the 
results of these tools were compared to external sources and appeared to be trustworthy.  
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Annexes 

Annex A: 

A screenshot of the Jupyter Notebook document created by TAS FR that allows end users to run its 
optical change detection pipeline on sentinel-2 data of interest. 

This document is accessible on CANDELA platform in the folder public/S2_ChangeDetection. 
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Annex B: 

Docx version of the Jupyter Notebook that allows users to select Sentinel-1 products and run the SAR 
change detection build block, accessible in the public/SAR_ChangeDetection folder of the CANDELA 
platform. 

 

Change Detection on Sentinel-1 data products 

Create a folder that contains Sentinel-1 data products of interest 

Find Sentinel-1 data product according to the area and the period of interest 

import creodias_lib as creodias 
""" Search Sentinel1 data in creodias database  
:param satellite: Sentinel1 
:param productType: type of the product (e.g. GRD) 
:param name : string defining the area to search (e.g. Torun) 
:param startDate : begining of the period (e.g. 2017-08-04) 
:param completionDate: end of the period (e.g. 2017-08-18) 
""" 
results = creodias.search('Sentinel1', name='Torun',  productType='', star
tDate='2017-08-04', completionDate='2017-08-18', status='all') 
creodias.display_products_identifier(results) 

Select the Sentinel-1 data products to process, e.g. the first (index 0) and fifth (index 4) 

# Complete by the numbers of the Sentinel-1 data of interest in the list b
elow  
# Be careful the number of the first data is 0 
my_products = [results[0], results[-2]] 
creodias.display_products_identifier(my_products) 

Create a symbolic links to the selected Sentinel-1 data product 

""" Create symbolic links to the Sentinel-1 data products 
:param : the selection 
:param destination: folder where to create symbolic links 
""" 
creodias.create_links(my_products, destination='./links') 

In order to delete pre-existing links, run 

""" Delete symbolic links inside the destination directory 
:param destination: folder where to delete symbolic links (the folder must 
exist) 
""" 
creodias.delete_links_in_folder('./links') 
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Transform Sentinel-1 data products into GeoTiff images 

Choose the lat/lon boundaries of the polygon defining the region to process. 

This step requires a priori knowledge of the geographical coordinates, but it is 
recommended in order to reduce the computing load and speed up the analysis. 

NORTH = "54.08568" 
SOUTH = "53.51507" 
EAST = "18.35081" 
WEST = "17.19091" 

Prepare Sentinel-1 data products to analyze them. 
Define the folder where the pre-processed products will be saved.  
In orderd to enable despeckle filtering, set the argument DESPECKLE to True (despeckle 
is not applied by default) 

# Output folder 
preprocessed_imgs = './Preprocess_results' 
 
import S1_pipe 
""" Apply radiometric and terrain corrections, export Sentinel-1 data prod
ucts into GeoTiff images (one image for VV polarization  
and another for VH polarization) and store the results in the "Preprocess_
results" folder 
:param NORTH: latitude that corresponds to the upper boundary 
:param SOUTH: latitude that corresponds to the lower boundary 
:param WEST: longitude that corresponds to the left boundary 
:param EAST: longitude that corresponds to the right boundary 
""" 
S1_pipe.SAR_preprocessing(INPUT=input_folder, OUTPUT=preprocessed_imgs, NO
RTH=NORTH, SOUTH=SOUTH, WEST=WEST, EAST=EAST, DESPECKLE=True) 

Generate change detection image 

Create change detection map that highlights the areas where a change was detected.  
Define the output folder. The input folder will be the output of the pre-processing step 
(i.e. 'preprocessed_imgs'). 

By default, the tool runs on the FCM algorithm, but the alternative spectral approach can 
be selected by setting the "spect" argument to True:  
- spect=False: run the FCM algorithm (default)  
- spect=True: run the SPECT algorithm 

Similarly, the polarization can be selected by setting the "pol" argument to:  
- pol='dv': process both VV and VH polarizations of DV products (default) 
- pol='vv': process only the VV polarizations of DV products 
- pol='dh': process both HH and HV polarizations for DH products 
- pol='hh': process only the HH polarizations of DH products 
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# Output folder 
cd_results = './Change_Detection_results' 
 
import S1_pipe 
""" Compute change detection maps (single layer GTiff) and store the resul
t in the "Change_Detection_result" folder 
""" 
S1_pipe.SAR_changeDetection(INPUT=preprocessed_imgs, OUTPUT=cd_results, po
l='vv', spect=False) 
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Annex C: 

Validation of the training for the SPECT approach. 

The choice of the optimal Neural Network topography is carried out by training and evaluating 
models built upon every combination of a predetermined set of hyper-parameters (number of 
hidden layers and nodes, learning rate, back-propagation algorithm, etc.) and by choosing the best 
performing Neural Network in terms of accuracy on the validation set (15% of the total dataset). The 
chosen model is then re-compiled and evaluated on an independent test set.  

The final Neural Network is a 3-layers MLP, in which the first two layers consists in a dense/sigmoid-
activation/dropout block with 18 and 12 hidden neurons, respectively; the third layer is a 2-neurons 
output softmax layer. 

 

Figure 0-1: Summary of the MLP Neural Network topology 

The accuracy plot, displaying the network performance on the train and test set with respect to the 
number of training epochs, shows convergence of the model after epoch 80, where the slope of the 
accuracy curve is basically flat. Convergence of the network describes an optimal state where the NN 
has learned to properly respond to a set of training patterns within a minimal margin of error. 

 

Figure 0-2: Accuracy plot for training of the CD V2.0 
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The loss plot in Figure 0-3: Loss plot for training of the CD V2.0 shows convergence of the model as well, with 
loss on the training set decreasing accordingly with the one on the test set, meaning that the model 
is not overfitting and is able to retain generalization on never-seen-before data after training. 
Evaluation of the Neural Network on the independent test set gave a 93.4% accuracy. 

 

Figure 0-3: Loss plot for training of the CD V2.0 

 


